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Abstract
Evolutionary processes can be found in almost any historical, i.e. evolving, system
that erroneously copies from the past. Well studied examples do not only originate
in evolutionary biology but also in historical linguistics. Yet an approach that would
bind together studies of such evolving systems is still elusive. This thesis is an
attempt to narrowing down this gap to some extend.
An evolving system can be described using characters that identify their changing
features. While the problem of a proper choice of characters is beyond the scope
of this thesis and remains in the hands of experts we concern ourselves with some
theoretical as well data driven approaches.
Having a well chosen set of characters describing a system of different entities
such as homologous genes, i.e. genes of same origin in different species, we can build
a phylogenetic tree. Consider the special case of gene clusters containing paralogous
genes, i.e. genes of same origin within a species usually located closely, such as the
well known HOX cluster. These are formed by step-wise duplication of its members,
often involving unequal crossing over forming hybrid genes. Gene conversion and
possibly other mechanisms of concerted evolution further obfuscate phylogenetic
relationships. Hence, it is very difficult or even impossible to disentangle the detailed
history of gene duplications in gene clusters. Expanding gene clusters that use
unequal crossing over as proposed by Walter Gehring leads to distinctive patterns of
genetic distances. We show that this special class of distances helps in extracting
phylogenetic information from the data still.
Disregarding genome rearrangements, we find that the shortest Hamiltonian path
then coincides with the ordering of paralogous genes in a cluster. This observation
can be used to detect ancient genomic rearrangements of gene clusters and to
distinguish gene clusters whose evolution was dominated by unequal crossing over
within genes from those that expanded through other mechanisms.
While the evolution of DNA or protein sequences is well studied and can be
formally described, we find that this does not hold for other systems such as language
evolution. This is due to a lack of detectable mechanisms that drive the evolutionary
processes in other fields. Hence, it is hard to quantify distances between entities,
e.g. languages, and therefore the characters describing them. Starting out with
distortions of distances, we first see that poor choices of the distance measure can
lead to incorrect phylogenies. Given that phylogenetic inference requires additive
metrics we can infer the correct phylogeny from a distance matrix D if there is
a monotonic, subadditive function ζ such that ζ −1 (D) is additive. We compute
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the metric-preserving transformation ζ as the solution of an optimization problem.
This result shows that the problem of phylogeny reconstruction is well defined even
if a detailed mechanistic model of the evolutionary process is missing.
Yet, this does not hinder studies of language evolution using automated tools.
As the amount of available and large digital corpora increased so did the possibilities
to study them automatically. The obvious parallels between historical linguistics and
phylogenetics lead to many studies adapting bioinformatics tools to fit linguistics
means. Here, we use jAlign to calculate bigram alignments, i.e. an alignment
algorithm that operates with regard to adjacency of letters. Its performance is
tested in different cognate recognition tasks.
Using pairwise alignments one major obstacle is the systematic errors they make
such as underestimation of gaps and their misplacement. Applying multiple sequence
alignments instead of a pairwise algorithm implicitly includes more evolutionary
information and thus can overcome the problem of correct gap placement. They
can be seen as a generalization of the string-to-string edit problem to more than
two strings. With the steady increase in computational power, exact, dynamic
programming solutions have become feasible in practice also for 3- and 4-way
alignments. For the pairwise (2-way) case, there is a clear distinction between local
and global alignments. As more sequences are considered, this distinction, which
can in fact be made independently for both ends of each sequence, gives rise to a
rich set of partially local alignment problems. So far these have remained largely
unexplored. Thus, a general formal framework that gives raise to a classification of
partially local alignment problems is introduced. It leads to a generic scheme that
guides the principled design of exact dynamic programming solutions for particular
partially local alignment problems.
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Chapter 1. Introduction

1.1
1.1.1

General Introduction
Discovery of Evolutionary Patterns

Evolutionary thinking started in the times of Darwin and Lamarck overcoming
the idea of creationism. It claims that all organisms were created separately and
thus are not related by descent from a common ancestor. One crucial observation
back then was that organisms of the same species which are spatially separated
by mountain ranges or oceans continue to develop further so they would interact
better with their specific environment.
One of the most famous examples is Darwin’s Finches that are distributed across
Galápagos islands. Darwin figured that the shape of their beaks is a gradation as
they have adapted to the specific available food resources on each island and thus
had to be not only related but underwent adaptation over a long period of time.
Hence it was hypothesized that all of them had a common ancestor that in its
original form was modified and, thus, does not exist in that form anymore. This
observation is far from being restricted to families of birds and their subordinate
genera. Morphological analysis even allows for an almost perfect classification of
species into mammals and all their subgroups.

1.1.2

Character Concept and Biology

A fine-grained set of morphological features can result in close to perfect classifications into subgroups. Yet technological advances for sequencing methods in the last
forty years made it possible to unravel some of the mysteries around genomes and
their function. Such a genome on its very basis is a long string of four characters
A, T, C, and G abbreviating the molecules adenine, thymine, cytosine, and guanine.
These can be chained together forming long sequences called chromosomes.
Some parts of the genome encode proteins or other functional molecules which
play a part in the development and upkeep of an organism some of them also
directly impact the morphology. In order to create new life each parental genome is
copied in case of sexually reproducing species. This copying process is erroneous
where most but not all errors are either corrected or occur in a non-coding area
and thus have no effect later. Yet some of these mutations are not detected and
can have beneficial or malicious effect on the new life.
This copying with errors over thousands of years can then result in two populations that are distinguishable from each other yet still bear similarity as they
share a common ancestor. Thus, it is possible to infer that two species of similar
morphology most likely share a common ancestry. Their similarity then cannot
be explained by mere randomness even though there are several cases of features
that emerged by convergent evolution, i.e. appeared in different lineages without a
common ancestor.
Hence, the characters under study have to be carefully chosen and their
(dis)similarity properly assigned. Doing so, comparing morphological traits or
functional genomic sequences of different species can result in major insights into
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the emergence of life on our planet in recent and broader time scales. A broad
discussion on the Character Concept can be found in Wagner (2001).

1.1.3

Genealogies and Phylogenetic trees

As previously mentioned some individuals are closer related than others. These
relationships can be represented by a genealogy, i.e. a family tree. Opposed to
that we use phylogenies in order to depict relationships between concepts such as
species. They are usually involving longer time scales with no information on an
ancestral species which can sometimes only hypothesized as it went extinct.
While trees are a powerful and helpful tool they have certain shortcomings.
For example, some bacteria are capable of exchanging genomic sequences on so
called plasmids. Sequence comparisons after such an event would result in closer
similarities than they should according to their actual ancestry. Such events are
called horizontal transfer as they connect two lineages in the tree that are ”vertical”
descendants of different species.
Additionally, there is rare interspecies reproduction that results in hybridic
offspring not representable by a standard phylogeny. On a sequence level this
would contain information content of both parental genomes. A similar effect
can happen in so called recombination events. In mitosis, i.e. the process of cell
duplication, sister chromosomes are paired resulting in a close proximity of similar
sequences. Due to annealing of paralog regions chromosome breaks hybrid genes
can be formed containing both information of one and after the break point also
its sister chromosome.
While the representation of such a hybrid information is still an unsolved
question a proposal on detection of these based on their (dis)similarity is presented
in chapter 2.

1.1.4

Tree Reconstruction and True Phylogenies

As mentioned earlier (dis)similarity of characters can sometimes not be attributed
to chance. Thus if it is possible to measure distinctiveness it should enable the
reconstruction of a phylogeny. By taking each pairwise distinctiveness into account
the easiest way to start would be to join two species that are most similar and
calculate a theoretical new (dis)similarity of the hypothesized ancestor to all others.
By repeating this process it is possible to recreate a phylogeny which most likely
represents the past best (Saitou and Nei, 1987).
This process lies at the bottom of most standard tree reconstructions. Yet it
has never been checked whether it really represents the true relationships. Thus,
chapter 3 offers a way to study behavior of this reconstructability problem using
simulated data.

1.1.5

Pairwise String Comparison

In order to have a successful reconstruction of trees both characters and their
(dis)similarity measure has to be carefully chosen. When it comes to genomic
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sequences the easiest way would be to try and count mismatches (see section 1.5.1)
or additionally try to correct it by trying to perform a minimal amount of editing
operations in order to obtain one string to the other (see section 1.5.1).
When it comes to the alignment of protein sequences though a mere dissimilarity
count is not enough since some of their core units, i.e. amino acids, are closer to
one another as compared to others. Thus, S. Henikoff and J. G. Henikoff (1992)
and Dayhoff, Schwartz, and Orcutt (1978) introduced new scores for given pairs of
amino acids that could be used in the algorithm of Needleman and Wunsch (1970).
A slightly different problem can be tackled using the Smith-Waterman algorithm
(Smith and Waterman, 1981) for finding best matching substrings.

1.1.6

Multiple Sequence Comparison

While it is possible to align two sequences exactly in reasonable time, the same
does not hold for exact alignment of multiple strings. Hence, this task is usually
approximated by heuristics such as MAFFT (Katoh and Standley, 2014) or ClustalΩ
(Sievers and Higgins, 2018).
Multiple sequence alignment that considers each string entirely can be formally
described, the same does not hold for multiple substring alignments. This of
importance when it comes to detection highly conserved regions of a gene where
mutation would corrupt the translated protein. In chapter 5 this gap is closed.

1.1.7

Comparative Linguistics

Recall that characters can have many faces and that an object which underlies
error-prune copying can be view as evolving. There have been many studies on
cultural evolution which focused for example on languages (Gray, Atkinson, and
Greenhill, 2011), laws (Roe, 1996) or constitutions (Rockmore et al., 2018). For
an extended feature comparison between biology and linguistics see Tab. 1.
Considering words as another sort of string, the question can be raised of
whether studying language evolution can also be done by means of bioinformatics
tools. Words or utterances are passed on not through genes but via learning and
can undergo massive changes throughout history. The earliest documentation of
regularly occurring sounds shifts already dates back 170 years ago by Jacob Grimm.
These changes are usually detected by writing a larger set of related words next to
one another as done in alignments. While J. M. List, Greenhill, and Gray (2017)
uses a greater amount of prior knowledge, Steiner, Stadler, and Cysouw (2011)
trains scores automatically in accordance with Altschul, Wootton, et al. (2010).
Using a larger amount of prior information for historical linguistics purposes can
only be done for well studied languages. Their documentation, then, is extensive
and the data even available in International Phonetic alphabet (IPA). While this is
the ideal state it is not realized for the majority of languages. Their data comes
encoded in different transcriptions and, thus, a system like LingPy (J.-M. List and
Moran, 2013) is not universally applicable.
It can be argued that phonology is captured in an orthographic system that
encodes spoken words. This holds for any transcription of words and as long as
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Table 1: comparing biology and languages

Feature
Objects of Study
i high level character
ii. meta level character

Biological
Representation

Linguistic
Representation

species
gene, RNA, protein

languages
utterance,
syntactic features, . . .
phoneme, letter

iii. lower level character
nucleotide, amino acid
Copying
i. vertical descent
meiosis
ii. lateral transfer
horizontal gene transfer
iii. hybridization
hybrids, recombination
(merging)
Relationship of Lower Level Characters
inherited via . . .
i. . . . vertical descent
orthology (different
species),paralogy
(same species)
ii. . . . horizontal transfer xenology

learning
borrowing, loan words
creole/mixed language,
blend words/ compounds

cognate

borrowing/loan word

it is consistent we implicitly can infer similarity. The same holds for transcription,
i.e. gene to intermediate copy, as well as translation, i.e. intermediate copy to
protein: as long as the encoding does not vary, it does not matter on what level
(dis)similarity between organisms is measured.
In linguistics however, the case is a little more complicated. While one-to-one
comparisons of single letters in genes or proteins is sufficient, orthography has
several obstacles. The most prominent being graphemes, i.e. a combination of
letters that encodes a single phoneme. Therefore, a universally applicable bigram
alignment tool is introduced and quantitatively evaluated in chapter 4.

1.2

Technical Introduction

While the previous section gave an overall introduction to the work presented in
this thesis, I first want to introduce some general mathematical descriptions as well
as methods which are used in the succeeding chapters.
As already stated before, evolution is driven by incorrect copying. Hence we
can state that evolutionary systems exhibit two major processes: inheritance, i.e.
multiplying or copying characters, of characters which are undergoing mutation
(Fig. 1a). Those mutations lead to variation in a group of individuals. The
probably best studied example would be populations and their genetic makeup or
phenotypic traits. Comparing two individuals of the same ethnic group we will
observe differences which would appear minor when comparing them to a pair of
individuals from a different group. The traits we used for comparison is what we
call a character and could be eye color or polymorphisms on the genetic level. In
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historical linguistics this could mean words or syntactical features of languages.
Depending on the level of observation characters exhibit different traits and lead to
a wide range of discussions (Wagner, 2001).
Characters are passed on through a copying process and what first appeared
as a random mutation might either become extinct or fixed. In the latter case its
frequency throughout a population increases. As a consequence we cannot speak
of the genome or the phenotype of a population. Still there are different characters
we can try to measure such as eye color with different proportion of features such as
blue, green, brown, gray, and variations thereof when it comes to heterochromaticity.
If we would try to find a model individual that represents a population it would be
the one that exhibits the features of highest proportion. This point is especially
important when it comes to evolution of languages: there is not one language but
probably as many as there are speakers thereof. Yet in order to have successful
communication all speakers have to agree on a mutually shared characters such as
a similar vocabulary and pronunciation, grammar, etc.
Often the assumption we make when comparing for example ethnic groups is
that these were once one group that might undergo some changes on the group
level, I previously called mutation. In the literature we might also find events like
under the label of speciation events (Fig. 1a). Opposed to that we might also find
splits of a group forming sub-populations as indicated in Fig. 1b which are also
termed duplication events.

1.3

Phylogenies

While a depiction of the mainstream characters throughout time would often result
in a tree, it has a lot of pitfalls such as long-branch attraction as well as no possibility
of representing hybridisation and horizontal transfer events. While the problem of
long-branch attraction cannot be tackled easily since it is an artifact of most tree
building/clustering algorithms, a different representation of phylogenies is already
beneficial in order to depict hybrids. Let me first introduce some definitions: a
tree is an acyclic graph G = (V, E) with a set of vertices V and a set of edges
E ⊆ {V × V }, i.e. there is no cycle with a path that starts and ends in itself.
So there is no walk v1 , v2 , . . . , vn where {vi , vi+1 } ∈ E, i ∈ {1, . . . , n − 1} and
v1 = vn . Of course hybridisation events add cycles to G.
Yet this problem can be avoided by adding time and therefore directionality to
the edges and hence writing E as (v × v 0 ), v, v 0 ∈ V while v is the start and v 0 the
end of an edge. The definition of acyclicity can be readily extended to directed
graphs. While it is fairly well understood how to obtain a phylogenetic tree for the
case without hybridisation events, a study allowing these is represented in Ch. 2.
This description of a phylogenetic tree can help us to describe a true phylogeny
better. Yet a tree usually is a good approximation of the evolution of prominent
characters as these make up the largest proportion of any evolutionary signal in
a dataset. See Bhattacharya et al., 2018 for a deeper discussion on the topic.
Therefore, trees often are still valid as long as the majority of characters were
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f 1A
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f iA
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f nA

...

f nA
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f 1A

...

f iA

...

f nA

f 1C

...

μ

f 1A

...

f 'i A

(a) A population or a language
A can be represented by its features f1A , . . . , fnA . Over time,
changes occur due to external
or internal factors µ which act
on the feature set and alter it so
µ(f1A , . . . , fnA ) = f10A , . . . , fn0A

f 1B

...

f iB

...

f nB

f iC

...

f nC

(b) Again we have a representation of a population or
a language A by a feature set f1A , . . . , fnA . A split of
the population or speakers forming a duplication of the
same feature set in two new populations or languages
which are only distinguishable by their geographical
location. Only applying µ would result in two distinguishable feature sets f1B , . . . , fnB and f1C , . . . , fnC

Figure 1: Evolution can be seen as an alternating sequence of mutation (a) and duplication
(b).

transmitted vertically, i.e. via inheritance or learning within a linguistic population.
Chapter 3 is concerned with the problem of how to handle hybridization events.

1.4

(Dis)Similarity between Characters

Building trees from some data usually means implicitly extracting the information
on the relationships of the entities under study. They usually cannot be described
completely but its representation is restricted to some features. Imagine for example
having access to whole genome sequences of selected set of organism. There are two
problems while studying their phylogenies: (i) it is a massive amount of data that
can barely be handled and (ii) it still does not contain all information on inheritable
characters and expressed (active) genes as some information is not stored in the
sequence but epigenetically. Hence, any study has to be done with a well chosen
set of features representing the entities under study.
Having such a feature set at our disposal enables a comparison of these leading to
some measure of (dis)similarity. Implicitly, it contains information on the chronology
of mutation and duplication events as the most similar feature sets indicate the
closest relationship. Always taking the character pair of lowest distance and forming
a new internal node is the way Neighbor Joining (Saitou and Nei, 1987) operates.
Iteratively doing so until a root is obtained returns a phylogeny that is supported
by the data.
In return we can take a tree to infer distances by simply adding up branch
lengths. Taking any pair of labels, i.e. two characters, the length of the shortest
path through the tree is exactly the distance between them. The further back in
time we go, the more blurred data and branch lengths become.
While change in general can act randomly, there are highly conserved features.
Usually that applies to characters essential for survival in a biological setting or
when it comes to languages some necessary constraints in utterances that need to
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be uphold in order to be understood. Using conserved characters reduces noise in
the data as they mutate less.
Thus, observing similarities between several features cannot be explained by
pure randomness but also support relationships among the entities. In biology,
those features could be homologous gene sequences which can be compared using
standard methods from bioinformatics introduced in the following section.

1.5

Pairwise String Matching

The string matching problem in its easiest instance was first solved in Hamming
(1950). Here, two bit strings had to be compared in order to ensure correct
transmission of data along a noisy channel. Starting from there the whole family of
string comparison or alignment algorithms were invented.
Even though not standard practise, alignments can be split up into the basic
recursion, as known from dynamic programming (DP), and the algebra that
evaluates an search space. Matching two strings, any combination of these is
possible in general. Thus, scoring the best alignment is after all the task of the
algebra under the constraints of the DP recursion.
In this chapter, some standard algorithms of bioinformatics are introduced.
Starting from calculating simple distances (1.5.1) we will have a look at possible
scoring models in section 1.5.2 and continue to more elaborate alignment algorithms
(1.5.3–1.5.6).

1.5.1

Simple String Matching Algorithms

Hamming Distance
The probably first string matching algorithm was developed in 1950 in order to
check whether a transmitted bit string was correctly transmitted (Hamming, 1950).
As no bit can be deleted the original string X1 and the transmitted string X2 are
of same length. Thus, the Hamming distance (HD) is calculated by summing up
all errors (mismatching bits) at the same position i in each string:
HD =

X

HD(i)

i

where HD(i) = HD(i − 1) + score(X1 (i), X2 (i)) and score(X1 (i), X2 (i))
returns 1 iff X1 (i) 6= X2 (i).1
Edit Distance
In the previous section we assumed that the length of both strings is the same.
Of course this does not always hold in a more general setting. Hence, insertions
and deletions (indels) are new valid operations that have to be introduced not only
to account for different lengths but also to find the optimal matching. Thus, the
1 In

the special case of bits we can write score(X1 (i), X2 (i)) = (X1 (i) + X2 (i))mod 2.
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recursion formula is adapted so it penalizes mismatches (via score(.)) as well as
indels.



SED (i − 1, j − 1) + score(X1 (i), X2 (j))
SED (i, j) = min SED (i − 1, j) + 1


SED (i, j − 1) + 1
The result is also called edit distance or Levenshtein distance (Levenshtein,
1966) since all editing operations that are necessary to transform one string into
the other are summed up.
Using the edit distance it is also possible to produce an alignment of both
sequences where (mis)matches are written on top of each other and for insertion
and deletion a gap character (’-’) is introduced each time in the respective sequence.

1.5.2

Scoring of Alignments

So far scoring and algorithm are intertwined. The presented distances so far follow
the properties of additive metrics as introduced in section 3.1.
For a system that replaces α by β in the time interval τ̂ we will find that
p(β|α, τ̂ ) = [eτ̂ ∗R ]α,β
with some rate of change R along the branch where the replacement happens.
This is exactly the Markov process from α to β.
Yet, this is no model we can extract directly from the data. Here, what we can
measure are only distances or similarity of sequences. Considering the case of amino
acid evolution and protein folding, some amino acids have similar chemical properties
and an exchange of those would still result in a functioning protein. Opposed to
that there are exchanges which would completely destroy the three dimensional
structure after folding. Thus detrimental mutations would rarely happen since
function usually has to be preserved.
This is the idea behind tasks in homology search, i.e. uncovering sequences
that have a common ancestor. In biology there are two commonly used scoring
schemes: Point Accepted Mutation (PAM) matrix (Dayhoff, Schwartz, and Orcutt,
1978) and Block Substitution Matrix (BLOSUM) by S. Henikoff and J. G. Henikoff
(1992). PAM matrices are based on information gathered from phylogenetic trees.
While this data is reliably available from biological sequences and known history of
organisms, this is not the case in general.
BLOSUMs operate free of phylogenetic information and only work under the
assumption that the data used to train those matrices implicitly contain this
historical information. Therefore, their calculation is presented in the following
subsection.
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Pointwise Mutual Information
The basic idea originates statistics. Given two random variables X and Y with
observable events α ∈ X and β ∈ Y their Pointwise Mutual Information is defined
as


X X
p(α, β)
P M I(X , Y) =
p(α, β) log
(1.1)
p(α)p(β)
β∈Y α∈X

and results in a measure of the Mutual Information (MI) between both variables.
If these are completely independent, we will find that p(α, β) = p(α)p(β) and hence


p(α, β)
log
= log 1 = 0
(1.2)
p(α)p(β)
It follows immediately, that if two organisms A and B are evolutionary related
I(A, B) 6= 0. That is, if any pair of variables α and β are occurring more often than
one would expect by mere coincidence, they are said to have MI. The preceding
term p(α, β) in Eq. (1.1) serves as a weight of that mutual information.
From PMI to Log-Odd Scores
When studying evolutionary events of two observable variables α ∈ X and β ∈ Y,
they do not only occur together in that event but also need to appear in combination
more often than we would expect from their overall occurrence. Thus, the important
information needed to track evolutionary history is given in the part of the log odds
ratio and is thus reformulated into so called log-odd scores (los) as also done in
BLOSUM


p(α, β)
los(α, β) = log
(1.3)
p(α)p(β)
Starting from an alignment of homolog protein sequences of different species A
and B, the relative frequencies p(α) of an arbitrary amino acid α occurring in any
sequence of A are calculated, β resp. Further, this is done for any pair of α and β
that are inciding in an alignment column as (mis)match.
The resulting los can then be taken to expand the homology search automatically
by calculating alignment scores of arbitrary sequences where the pairs with high
alignment score are possible candidates for homolog sequences.

1.5.3

Needleman-Wunsch Algorithm

Yet, the algorithms presented so far do not foster the use of such an elaborate
alignment scheme. The first step in that direction was taken by Needleman and
Wunsch (1970). They proposed a tool which takes arbitrary sequences as input
and calculates the alignment score given a predefined scoring scheme. Moreover,
as "good" los are usually positive we are now calculating similarities and have to
maximize the alignment score.
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SN W A (i − 1, j − 1) + score(X1 (i), X2 (j))
SN W A (i, j) = max SN W A (i − 1, j) + gap


SN W A (i, j − 1) + gap
The function score(X1 (i), X2 (j)) could then just return the los(X1 (i), X2 (j)).
More over gap stands for the gap penalty for inserting a gap in a sequence.
In practice, the intermediate results are stored in a quadratic memoization table
S so they do not have to be recalculated and can simply be accessed when needed
as stated in the Bellman’s Principle (Bellman, 1966). The best result can then be
found in S(n, m) if the sequence lengths are |X1 | = n and |X2 | = m.
This algorithm considers the full lengths of both sequences and thus is called
global.

1.5.4

Smith-Waterman Algorithm

While a global alignment might often be a good approach, it is not always useful
especially when it comes to detecting highly conserved regions. This was proposed
by Smith and Waterman (1981).
In Eq. (1.2) it was already shown that there is no shared information if the
log odds ratio is zero. Accordingly, an intermediate result that scores below zero
most likely contains no important information. Therefore, the recursion formula is
extended by the case that stores no scores below 0.


SSW A (i − 1, j − 1) + score(X1 (i), X2 (j))



S
SW A (i − 1, j) + gap
SSW A (i, j) = max

S
SW A (i, j − 1) + gap



0
The resulting alignment is then called local as now only the highest scoring
interval is considered. In return the best score is not found in cell S(n, m) any
more but is the overall best intermediate score of S(î, ĵ) and marks the end of the
local alignment.
Local alignments are of practical importance in computational biology in a
variety of different application scenarios. Most commonly they are not computed
exactly but one relies on fast heuristics, such as blast (Altschul, Gish, et al., 1990)
or blat (Kent, 2002). In high throughput sequencing (Fonseca et al., 2012), where
huge numbers of short fragments are compared to a long reference with only few
differences, index data structures such as suffix arrays are employed, as in the
segemehl suite (S. Hoffmann et al., 2014). Local alignments also form the basis
for whole genome alignments, for which a diverse set of integrated workflows are
available, see e.g. Blanchette (2007) and Ovcharenko et al. (2005).
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Initialization and Backtracing
Up to this point, I omitted two points which are of importance for an actual
implementation: initialization and backtracing. While the initialization of the
memoization table precedes any recursion, backtracing is the part that eventually
obtains the actual alignment.
Initialization. As can be seen from the presented recursion formulas, they only
work for i, j > 0. In order to close this gap, the memoization tables have to be
initiated for i, j = 0.
In the global case this is done by setting S(0, 0) = 0 and then filling the first row
and column by summing up gap penalties which are usually chosen to be negative:
S(i, 0) = i ∗ gap and S(0, j) = j ∗ gap.
As the minimal intermediate result in the local alignment is 0 (min S(i, j) ≥ 0),
we set S(i, 0) = S(0, j) = 0.
Backtracing. In the previous sections, the start of the backtracing was already
mentioned. The score for the global alignment is found in cell S(n, m) (bottom,
right) while locally the overall best score is found.
Starting from the respective cell, only possible steps are traced back. As the
score for each cell was calculated using the recursion formula there has to be at
least one possible step back. Even if there are several traces back, either can be
chosen and will still be correct.
While the backtracing for the Needleman-Wunsch algorithm stops in the first cell
S(0, 0), it stops at any cell containing an 0 entry in the case of the Smith-Waterman
algorithm.

1.5.5

Freeshift Alignment

The freeshift or overhang (or overlap in Durbin et al., 1998) alignment algorithm
is also called semi-global or glocal as it contains both properties of the global
as well as the local alignment algorithm. It is usually applied when the ends are
forming overhangs. Here, the general case is considered in which it does not matter
what sequence is overhanging. The simplest form of semi-global alignment is used
primarily for homology search. It asks for a complete match of a small sequence in
a potentially large database.
The associated dynamic programming algorithm only differs in the initialization,
setting scores S0,j = 0 to allow cost-neutral deletions of the prefixes of the long,
second sequence. Afterwards, the Needleman-Wunsch recursion formula is used to
fill the memoization table.
Correspondingly to its initialization, the optimal match is found as maxk Sn,k .
It then precedes until the first row is reached. Technically, the actual overhangs do
not belong to the alignment itself. Dedicated implementations exists for this task,
e.g. gotohscan (Hertel et al., 2009). More general overlap alignments (Jones and
Pavel A.s Pevzner, 2004) allow free end gaps on all sequences and play a role e.g.
in sequence assembly (Rausch et al., 2009).
Note that in the special case of two very similar sequences this alignment
generates the same alignment as the Needleman-Wunsch algorithm.
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1.5.6

Gotoh Algorithm

To this point all algorithms introduced had linear gap costs. While such an model
is useful for single character deletions, in biology we often observe loss of longer
subsequences. Thus, Gotoh (1986) developed an algorithm which incorporates
sublinear gap penalties, i.e. after paying the cost for an opening gap go every
following extending gap ge costs less. Particularly, a gap sequence of k characters
costs indel(k) = go + (k − 1) ∗ ge .
Therefore, it is crucial to store the information on what step in the alignment
was taken: where there was a match S , an insertion I or a deletion D. This is
realized in different scoring matrices.


SGA (i − 1, j − 1) + σ(X1 (i), X2 (j))
SGA (i, j) = max DGA (i − 1, j − 1) + σ(X1 (i), X2 (j))


IGA (i − 1, j − 1) + σ(X1 (i), X2 (j))


SGA (i − 1, j) + go
DGA (i, j) = max DGA (i − 1, j) + ge


IGA (i − 1, j) + go


SGA (i, j − 1) + go
IGA (i, j) = max DGA (i, j − 1) + go


IGA (i, j − 1) + ge
Except for the origins of the matrices SGA (0, 0) = DGA (0, 0) = IGA (0, 0) = 0,
the initialization of all matrices is slightly different. Since filling the first row
and column would be equal to deleting the whole sequence and thus introducing
extending gap characters, these are filled with a large negative value ("−∞") so the
choice would always be a different case during the recursion. The only exceptions
form the actual indel cases DGA (k, 0) = indel(k) = IGA (0, k).
The best score is max(SGA (n, m), DGA (n, m), IGA (n, m)) and forms the start
of the backtracing which is done according to the recursion formula.

1.5.7

Alignments and Formal Grammars

It is possible to depict the recursion formulas presented here as formal grammars. I
will omit the mathematical background and rather point out the similarities.
First of all the term "formal grammar" originates in linguistics and was first
used to describe the recursive character of sentence formation (Chomsky, 1957).
Chomsky pointed out, that there are structures like adjectives or relative clauses
which can be inserted arbitrarily often while keeping the grammar intact. In natural
languages the only limiting factor for not doing that would be memory.
Therefore formal grammars can be used to theoretically produce any syntactically
correct sentence and are said to "describe" a formal language. Similarly to the
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algorithms presented so far they create a search space. Hence, the task is to find a
formal grammar that describes the search space of possible alignments.
Any formal grammar G is made of a set of non-terminals N , a set of terminals
Σ (also called alphabet), a set of production rules P , and a non-terminal depicting
start S ∈ N .
Of course a formal grammar per se does not contain any information on the
evaluation of the search space it creates. This is done by an algebra such as
BLOSUM. Analog to the presented recursions the intermediate results are again
stored in a memoization table. For realizations of formal grammars in sequence
alignments see Höner zu Siederdissen, Hofacker, and Stadler (2015), Rivas and
Eddy (2000), and Sakakibara et al. (1994).
Needleman-Wunsch Algorithm as Formal Grammar
While the Needleman-Wunsch algorithm was introduced in section 1.5.3, its formal
grammar is presented in the following paragraphs. As previously stated, a formal
grammar consists of four essential things GN W A = ({SN W A }, Σ, PN W A , SN W A ).
The set of non-terminals N that are step by step replaced in this case only consist
of one non-terminal N = {SN W A }. It is followed by the alphabet Σ containing
terminal symbols such as all pairs of amino acids and their indel. Thirdly, the
production rules P describe the replacement of non-terminals by a combination of
terminals and/or non-terminals. Those rules start by a replacement of the start
symbol SN W A .
To depict the recursion formula of Needleman
 and Wunsch,
 the recurring−three

a
cases have to be represented: (mis)match aa0 , deletion −
and insertion a0 for
any amino acids a, a0 . Hence we obtain following production rules




a
−
PN W A =
SN W A → aa0 SN W A

− SN W A
a0 SN W A



a
The terminals aa0 , −
, a−0 are said to be "emitted", i.e. they would appear
in an alignment. Note that this grammar spans a search space for any possible
combination of amino acid sequences. Thus, an alignment of two arbitrary proteins
can be found within the resulting formal language as a and a0 are mere variables for
amino acids. The best alignment is then depending on the algebra which evaluates
any possible alignment following only specific production rules that depend on the
input sequences.
As the basic recursion formulas for Smith-Waterman algorithm and Freeshift
alignment are basically identical except for their algebra, they use the very same
grammar.
Gotoh Algorithm as Formal Grammar
As second and last example the formal grammar for Gotoh is introduced.
In the algorithm there are basically three recursions for each alignment step.
Analog to the Needleman-Wunsch algorithm they are converted into a grammar
GGA = (NGA , Σ, PGA , SGA ), with
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PGA =



SGA →
MGA →
DGA →
IGA →

MGA

MGA

a
− MGA

−
a0 MGA
a
a0

15
DGA

DGA

a
− DGA

−
a0 DGA
a
a0

IGA ,

IGA

a
− IGA

−
a0 IGA
a
a0

,
,


Here, we can see that more non-terminals are needed and thus NGA =
{S, M, D, I} while Σ remains the same. An algebra then takes care of correct
scoring in each case.
Grammars form an elegant way to depict alignment recursions while at the same
time function without any evaluating algebra. Thus, the search space is completely
separated from the algebra and could be arbitrarily exchanged—a major advantage
compared to the widely used algorithms.

16

Chapter 1. Introduction

Chapter 2. On Distance Matrices and Phylogenies

17

CHAPTER

On Distance Matrices and
Phylogenies
Contents
2.1

2.2

2.3

Trees, Metrics, and Hamiltonian Paths . . . . . . . . . . .
2.1.1 Gene Duplications and Genomic Gene Order . . . .
2.1.2 From Trees to Hamiltonian Paths . . . . . . . . . .
2.1.3 Simulating Distance Matrices for Gene Duplications
Type R Distance Matrices . . . . . . . . . . . . . . . . . .
2.2.1 Construction and Recognition . . . . . . . . . . . .
2.2.2 Linear Type R Matrices . . . . . . . . . . . . . . .
2.2.3 Robinsonian Distances and Hamiltonian Paths . . .
Conlcusion and Discussion . . . . . . . . . . . . . . . . . .

20
21
22
24
25
25
29
32
33

2

18
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The genomes of higher eukaryotes typically contain many families of genes with
similar deoxyribonucleic acid (DNA) sequence. These usually encode similar proteins
and share similar function. Their sequence similarity indicates that they have evolved
from a single original ancestor by means of multiple rounds of duplication. Such
paralogous genes are often, but by no means always, located at the same genomic
locus, where they form a gene cluster. In many cases clustered genes are not tied
together functionally and the clusters can disintegrate by genome rearrangement
without detrimental effects.
However, some gene clusters are evolutionarily old and have retained a very
particular organization of their member genes for hundreds of millions of years.
Among the best characterized gene clusters are the globin gene clusters, which
encode major players in the transport of oxygen within the bloodstream (Maniatis
et al., 1980) and the homeobox Hox gene clusters, which play a crucial role in the
early stages of animal development (Garcia-Fernàndez, 2005). In vertebrates, the
latter show very low levels of repeats and unrelated open reading frames, and the
genes in paralogous clusters share the same order and orientation. Experimental
work demonstrated that the consolidated arrangement is crucial and constrained
due to the necessity of a coordinated regulation orchestrated by enhancer sequences
outside the cluster (Hardison et al., 1997; Montavon and Duboule, 2013).
The details of the molecular mechanisms and evolutionary forces that govern the
expansion of clusters of paralogous genes are by no means completely understood.
Walter J. Gehring, a developmental biologist famous for his studies of the Hox gene
cluster in Drosophila melanogaster interpreted the fact that the three Hox genes
(abd-B, abd-A, and Ubx ) appear in a tandem arrangement as evidence for gene
duplication by “unequal crossing over”. He proposed that the current Hox cluster
expanded from two Hox genes by a series of unequal crossing over events between
highly similar but mispaired paralogous genes (Gehring, 1998). In this scenario, a
new paralog is created as a hybrid of its left and right neighbors as indicated in
Fig. 2.
The local gene duplication model constitutes an alternative explanation. Again,
unequal crossing over is the molecular mechanism resulting in the duplication.
However, in this scenario the crossing over occurs between genes and thus results
in the creation of a faithful copy of the complete gene. Diversification, subfunctionalization, or neofunctionalization then drives the subsequent divergence of the
paralogous sequences (Force et al., 1999; Ohno, 1970).
Gehring noted that terminal genes in a Hox cluster are not subject to changes by
crossing over and that the genes in the middle of the cluster are more similar to the
consensus sequence than more distal genes. The paralogs in a cluster most similar
to a given gene tend to be its neighbors. A recent analysis of the genetic distances
(i.e., a suitably transformed measure of sequence similarity (Nei, 1972) between
Hox genes, furthermore, showed that the shortest Hamiltonian path with respect to
the genetic distance follows the genomic order of the cluster (Höner zu Siederdissen,
S. J. Prohaska, and Stadler, 2015a)). We ask here if and how these observations
can be explained by Gehring’s model and the local gene duplication model.
The analysis of the history of a gene family is usually based on the inference
of a phylogenetic tree of the paralogous genes in question. However, this is a
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Figure 2: Gene cluster expansion by local gene duplication (top) and unequal crossing
over in Gehring’s model (below). During mitosis, when chromatids are paired, unequal
crossing leads to a tandem duplication on one chromatid and a deletion on the sister
chromatid. The loss of whole genes is considered to be lethal. In Gehring’s model the
crossing over occurs within the gene sequences resulting in hybrid genes. Crossing over
between intergenic sequences results in duplication of complete genes.
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difficult task and often remains unsuccessful, in particular for the deep branches
since several effects conspire to erase the phylogenetic signal. Saturation of the
phylogenetic signal limits the power of reconstruction in particular for old events
and events separated by relatively short time scales.
Genomic elements that are very similar in sequence and in close proximity, as is
the case in clusters of paralogous genes, are particularly prone to gene conversion
and other mechanisms of concerted evolution (Carson and Scherer, 2009; Noonan
et al., 2004). Last but not least, the very process that introduces additional new
members may involve unequal crossing over in Gehring’s model thus producing a
non-tree-like structure of genetic distances to begin with.
The purpose of this chapter is two-fold. First, we investigate the consequences of
Gehring’s model for gene cluster expansion and show that while the resulting genetic
distances are not additive trees, they form a special class of Kalmanson (circular
decomposable) metrics (Kalmanson, 1975), which we term type R metrics. Circular
decomposable metrics are intimately related to weakly compatible split systems
(Bandelt and Dress, 1992) that admit a circular order (Chepoi and Fichet, 1998;
Christopher, Farach, and Trick, 1996). Our interest in circular orderings in this context is far from accidental: There is a large body of literature that not only explores
these connections in detail (Dress, Huber, and Vincent Moulton, 2000; Farach,
1997; Kleinman, Harel, and Pachter, 2013); circular decomposable metrics and
their associated split systems also form the basis for the most important and widely
used practical methods for reconstructing phylogenetic networks: NeighborNet
(Bryant, Moulton, and Spillner, 2007; David Bryant and Vincent Moulton, 2004)
and Qnet (Grünewald, Forslund, et al., 2007; Grünewald, Vincent Moulton, and
Spillner, 2009). Second, we will see that in the absence of extreme selective pressure
they have the Robinson property, which ensures that the Hamiltonian path with
the shortest genetic distance between genes is co-linear with the genomic order
in the gene cluster. We then use this result to distinguish between gene clusters
that likely have evolved under Gehring’s model and retained synteny from those
that have a different origin or were subject to a rearrangement of their gene order.
This chapter is organized as follows: In the following section we survey background
material that sets the stage for a detailed analysis of Gehring’s model, which is then
formalized in section 2.2 in terms of type R metrics. A short conclusions section,
finally, summarizes all findings.

2.1

Trees, Metrics, and Hamiltonian Paths

In this section we introduce the notation and provide some mathematical background
information on the connection between tree metrics and Hamiltonian paths. The
material presented in this section is mostly “folklore” and included primarily as an
introduction to the more formal development of the following sections. Proofs are
included in this section for completeness where we are not aware of any convenient
references.

Chapter 2. On Distance Matrices and Phylogenies
14
13
1

12

2
11

3
10

4
9

Figure 3: Each planar embedding T̆ gives rise to a
circular ordering of the vertices by following the “outline” around the tree (see
Semple and M. A. Steel
(2003)).
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Gene Duplications and Genomic Gene Order

We consider a family X of n = |X| paralogous genes whose evolutionary history
is given by the tree T (with vertex set V , leaf set X ⊂ V , and edge set E) and
strictly positive branch lengths ` : E → R+ . The corresponding genetic distance
function d : X × X → R+
0 is given by
X
dxy =
`(e)
(2.1)
e∈℘xy

where ℘xy denotes the unique path connecting x and y in T . We write dmax =
maxx,y∈X dxy for the maximal distance between two leaves. It is important here
that the genetic distance is additive in the branch lengths and thus proportional to
divergence time (Nei, 1972). Distance measures counting differences in sequence
alignments therefore need to be suitably transformed to additive measures see e.g.
Jukes and Cantor (1969).
Let π : {1, . . . , n} → X be a bijection. In other words, π defines an ordering of
X so that x ≺ y iff π −1 (x) < π −1 (y). A special ordering π
b is the arrangement of
the genes on the genome.
A circular (or cyclic) ordering (Meggido, 1976) is a ternary relation / i j k on a
set X that satisfies the following five conditions for all i, j, k ∈ X:
(cO1) / i j k implies i, j, k are pairwise distinct. (irreflexive)
(cO2) / i j k implies / k i j. (cyclic)
(cO3) / i j k implies ¬/ k j i. (antisymmetric)
(cO4) / i j k and / i k l implies / i j l. (transitive)
(cO5) If i, j, k are pairwise distinct then / i j k or / k j i. (total)
A pair of points (p, q) is adjacent in a total circular order on V if there is no
h ∈ V such that / p h q. Circular orderings can be linearized by cutting them at
any point resulting in a linear order with the cut point as its minimal (or maximal)
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Figure 4: Phylogenetic tree arising from a block duplication of two paralogs. The l.h.s.
sketches the phylogenetic tree and the genomic ordering of the leaves. The r.h.s. shows
the corresponding graph GT . After contracting the edge between a and r, we are left
with a K3,3 , hence GT is not planar. Thus the genomic ordering π
b is not a T -ordering.

element (Novák, 1984). We will write, by abuse of notation, i ≺ j ≺ k to mean
/ i j k together with a suitable linearization, i.e., a cut between k and i.
It is well known that trees are planar graphs. Let T̆ be a fixed planar embedding
of T . It defines, up to orientation, a unique circular ordering of the leaf set X,
see e.g. Semple and M. A. Steel (2003) for more details. Any linearization of this
circular order defines a linear order, which we will refer to as a T -order, see Fig. 3.
Consider a tree T = (V, E) with leaf-set X ⊂ V and fix a particular circular
order π on X. Let Eπ be a set of edges connecting consecutive leaves with respect
to π and denote by GT = (V, E ∪ Eπ ) the auxiliary graph with the same vertices
as T and an edge set extended by Eπ . Thus GT is a Halin graph (Halin, 1971)
whenever π is T -order. A necessary condition for π to be a T -order therefore is
that GT is a planar graph.
Clearly, if the gene family originated exclusively by tandem duplications, then
the genomic order π
b is a T -order for the gene phylogeny T . On the other hand, if
a block containing two or more genes is duplicated as a unit, then π
b and the tree
are discordant as shown in Fig. 4. Every duplication scenario in which more than
a single gene duplicated at least once must contain this situation as a subgraph,
and thus the complete bipartite graph K3,3 shown in the right panel of Fig. 4 is
a minor. K3,3 and the complete graph of five vertices K5 are the two minimal
obstructions to planarity, see Makarychev (1997) and the references therein. Thus
it follows that π
b is not a T -order whenever the evolutionary scenario involves larger
block duplications. We remark that gene loss may erase this signature of block
duplications. For instance, the loss of node (leaf) 2 or 3 in Fig. 4 leads back to a
T -order.

2.1.2

From Trees to Hamiltonian Paths

For an arbitrary order π we define the length function
L(π) =

n
X
i=2

dπ(i−1)π(i)

(2.2)
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L(π) can be interpreted as the length of the Hamiltonian path defined by the
ordering π in the complete graph with vertex set X and edge lengths dxy .
Theorem 1. Let d be the additive tree metric associated with the tree T and its
non-degenerative length function `. Then L(π) is minimal if and only if (i) π is a
T -order and (ii) dπ(1)π(n) = dmax .

Proof. We use the abbreviation L =

P

e∈E

`(e).

Claim 1. Every order π satisfies L(π) ≥ 2L − dmax .
Denote by ω the closed P
walk ℘π(1)π(2) ℘π(2)π(3) . . . ℘π(n−1)π(n) ℘π(n)π(1) . Its
n
length is L(ω) = dπ(n)π(1) + i=2 dπ(i−1)π(i) . Since ω connects any two leaves, it
contains all edges of T . Furthermore, since T contains no cycle, ω must leave each
subtree that it enters along the same edge. Thus ω covers any edge at least twice.
Hence L(ω) ≥ 2L. Since ω contains exactly one path too many, and the longest
possible path had length dmax , the claim follows.
/
Claim 2. If π is T -order, then L(π) = 2L − dπ(1)π(n) .
By construction ω associated with a T -order is the closed walk defined by the
“outline” of the tree, cf. Fig. 3. Any such walk covers each edge of T exactly twice,
once when entering and once when leaving a given subtree. This construction is
well known in the literature, see e.g. Moret et al. (2002, Thm.5). The claim follows
directly from L(π) = L(ω) − dπ(1)π(n) .
/
Fix an arbitrary leaf 1 as the root of T and a starting and end point of ω and
denote by n the last leaf visited for the first time along ω. Furthermore, for every
edge e, T (e) denotes the connected component of T \ {e} that does not contain 1.
Claim 3. If ω covers every edge of T exactly twice then the leaves contained within
every subtree form an interval in π.
It suffices to note that ω enters and leaves the subtree T (e) only through e. If
the edge is covered exactly twice, all leaves of T (e), and only the leaves of T (e)
are visited along ω between the first and the second traversal of e.
/
It follows that, for each edge e = {u, v} where v ∈ V (T (e)) and u ∈
/ V (T (e)),
that is, T (v) = T (e), there is a linear ordering of the children v1 , v2 , through vd(v)
of v so that the subtrees T (v1 ), T (v2 ), . . . , T (vd(v) ) are traversed by ω in this
order. Consequently, there is a planar layout of T so that the leaves 1 through n
are arranged in the order of traversal. In other words, if ω traverses T so that every
edge is covered exactly twice, then T has a planar embedding so that ω travels
along its outline and visits consecutive leaves in the order in which they appear on
the outline of the tree.
Hence there is a T -ordering following the outline of T if and only if the
corresponding closed walk covers every edge of T exactly twice. Now suppose that
π is not a T -ordering. By closure of the walk, each edge must be covered an even
number of times by ω, so that ω without the return path from π(n) to π(1) covers
at least one edge thrice, thus L(π) > 2L − dπ(1)π(n) .
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Algorithm 1: Simulation of an Additive Tree Metric

Require: n {final dimension}
V ← {1}
while |V | < n do
randomly pick x ∈ V , z ∈
/V
V ← V ∪ {z}
dzu ← dxu for all u ∈ V \ {u}
dzx ← 0
randomly choose δu ≥ 0 for all u ∈ V
for p, q ∈ V , p 6= q do
dpq ← dpq + δp + δq

2.1.3

Simulating Distance Matrices for Gene Duplications

We show here that genetic distance matrices for models of gene duplications can be
simulated directly. This has advantages over the more usual approach of simulating
sequence evolution. In particular we can, in this manner, separate the stochastic
noise that may lead to deviations from additive tree metrics.
Lemma 1. Let d : X × X → R be an additive tree metric on X and let δx ≥ 0
for x ∈ X be arbitrary. Then d0 : X × X → R defined as d0xy = dxy + δx + δy for
x 6= y is again an additive tree metric.
Proof. A metric d is an additive tree metric if and only if every 4-tuple satisfies
the “4-point condition” (Buneman, 1974; Cunningham, 1978; Dobson, 1974;
Simões-Pereira, 1969), which stipulates that any four leaves can be renamed such
that
dxy + duv ≤ dxu + dyv = dxv + dyu
(2.3)
Using the definition of d0 immediately yields
d0xy + d0uv = dxy + duv + δx + δy + δu + δv
≤ dxu + dyv + δx + δy + δu + δv
= dxv + dyu + δx + δy + δu + δv
≤ d0xu + d0yv = d0xv + d0yu

Hence we can propagate time by an increment ∆t simply by adding δx = rx ∆t
where rx is the rate of evolution of taxon x. A duplication of gene x introduces a
new gene z that, at the time of the duplication event, is identical to x. There, it is
represented in the distance matrix D by simply duplicating the row and column
x, i.e., by setting dzy = dxy for all y 6= x, z and dxz = 0. The procedure is
summarized in Alg. 1.
A rate rx0 (and possibly a new rate rx ) needs to be chosen. Assuming a constant
rate of duplication, we set ∆t = 1/n and choose one of the leafs at random for
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duplication. Instead of appending the new leaf x0 to the end of the matrix, we insert
it explicitly before or after x so that the order π of the rows and columns explicitly
encodes the genomic order. Duplicating a larger block of rows and columns can
immediately be used to simulate the block duplications of any number of adjacent
genes.
Lemma 2. Every additive tree metric d0 can be constructed by Alg. 1.
Proof. If d0 is an additive tree metric, then there is a unique additive tree T with
0
edge lengths ` : E → R+
0 representing d . Suppose for the moment that T is binary.
Then it has at least one “cherry”, i.e., a pair of leaves separated by only a single
interior vertex, say {p, q}. It is easy to check that every cherry in T must satisfy
 0
min
(dpx + d0qy ) − (d0pq + d0xy ) > 0
(2.4)
x,y∈V \{p,q}

If {p, q} is a cherry, then the distances in T from p and q to their last common ancestor are δp = (1/2) minu,v6=p (d0pu + d0pv − d0uv ) ≥ 0 and δq = (1/2) minu,v6=q (d0qu +
d0qv − d0uv ) ≥ 0, both of which are non-negative as a consequence of the triangle
inequality. The reduced distance matrix D on V \ {q} defined by dxy = dxy for
x, y ∈
/ {p, q}, dxp = d0xp − δp represents T with the cherry replaced by its last
common ancestor, hence it is again an additive distance matrix.
Repeating this construction we arrive at a single vertex after |V | − 1 steps. Each
step identifies a leaf p that is duplicated and the extensions δp and δq of p and its
copy q. Note that we have set δx = 0 for all x ∈ V \ {p, q}. This reflects that
the stepwise elongation of the trees’ branches modeled in Alg. 1 can be subdivided
arbitrarily between duplication events that affect a particular branch. Here we
simply choose to add the entire length immediately after each duplication event.
Thus the construction in this proof backtraces a particular sequence of duplication
events in Alg. 1.
The case of non-binary trees is easily incorporated by observing that it can be
represented as binary tree in which an internal branch length of 0 is also allowed.

2.2
2.2.1

Type R Distance Matrices
Construction and Recognition

The model so far corresponds to a mechanism in which unequal crossing over
occurs only between the genes of interest. We can, however, also model events in
which the genes themselves are recombined. Instead of assuming that the newly
introduced gene z is a true copy of x, we now assume that z is a recombinant of
two adjacent genes x and y. The product is inserted between x and y.
Since z is composed of two parts, of relatives sizes a and (1 − a), 0 ≤ a ≤ 1,
that are identical to x and y, respectively, we have
dzu = adxu + (1 − a)dyu
dzx = (1 − a)dxy
dzy = adxy

for all u 6= x, y, z
(2.5)
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After the duplication event, each gene evolves independently with its own rate, so
that the genetic distance between p and q again grows by δp + δq , i.e.,
d0pq = dpq + δp + δq

(2.6)

Definition 1. A distance matrix D is of type R if it is constructed by repeated
application of Eqs. (2.5) and (2.6)
Clearly, every additive tree metric, and thus also every phylogenetic tree resulting
from tandem duplications is of type R by virtue of setting a = 0 (or a = 1) in
every duplication step. In particular, therefore, for n = 3 every distance matrix
is of type R. For n > 3, however, it is not obvious whether a type R matrix can
be recognized efficiently. The evolutionary history therefore must not include e.g.
simultaneous duplications for two or more genes (as in the example of Fig. 4), or
genome rearrangements. As we argued above, events will not only violate the type
R condition but will in general also interfere with the circular decomposability of
the split system.
In order to characterize type R distances, we start by observing
d0xz + d0yz − d0xy = dxz + dyz − dxy + δx + δz + δy + δz − δx − δy = 2δz (2.7)
since dxz + dyz = (1 − a)dxy + adxy = dxy .
For n ≥ 4, consider the following expression for u ∈
/ {x, y, z}.
d0uz − ad0ux − (1 − a)d0uy = duz − adux − (1 − a)duy
|
{z
}
=0

+ δu + δz − aδu − aδx − δu + aδu − δy + aδy

(2.8)

= δz − aδx − (1 − a)δy := f (a)
The key observation is that this expression is independent of u. Thus, for n ≥ 5,
there are distinct leaves u, v distinct from {x, y, z} so that d0uz −ad0ux −(1−a)d0uy =
f (a) = d0vz −ad0vx −(1−a)d0vy , which can be rearranged as d0uz −d0uy −ad0ux +ad0uy =
d0vz − d0vy − ad0vx + ad0vy and hence, after a short calculation,
a=

(d0uz + d0vy ) − (d0vz + d0uy )
(d0ux + d0vy ) − (d0vx + d0uy )

(2.9)

Note that this equation must be satisfied for all u, v ∈
/ {x, y, z}, hence it restricts
the space of type R distance matrices to a submanifold for all n > 5.
Once a has been computed, f (a) can also be computed explicitly. Now consider
the following system of equations
−aδx − (1 − a)δy = f (a) − δz
(1 − a)dxy + δx = d0xz − δz

(2.10)

adxy + δy = d0yz − δz
The first line uses the definition of f (a) above, the second and third line are
rearrangements of d0xz = (1 − a)dxy + δx + δz and d0yz = adxy + δy + δz , resp.
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Figure 5: Representation of a
metric d on 4 points {p, q, r, s}.
Each distance is the sum length
of a shortest path in this graph.
For instance dpq = hp + v + hq ,
dpr = hp + u + hr , dps = hp +
u + v + hs .

s

Multiplying the second and third line by a and (1 − a), resp., and adding up the
three equations yields 2a(1 − a)dxy = f (a) − 2δz + ad0xz + (1 − a)d0yz . We can
now compute dxy from
2a(1 − a)dxy = (d0uz − ad0ux − (1 − a)d0uy ) − 2δz + ad0xz + (1 − a)d0yz

(2.11)

Finally, δx and δy are obtained from
δx = d0xz − (1 − a)dxy − δz
δy = d0yz − adxy − δz

(2.12)

In summary, therefore, we can obtain, for n ≥ 5, complete information on the
relative arrangement of the parents x and y and their recombinant offspring z. If
a = 0 or a = 1 in Eq. (2.9) then z is a copy of x or y, resp. In this case we cannot
determine dxy from Eq. (2.11) since 2a(1 − a) = 0. By construction, however, we
can just remove z from the matrix to obtain the ancestral state.
It remains to determine the values of δu for u ∈
/ {x, y, z}. This turns out to be
not so trivial, since δu is, in contrast to δx , δy , and δz , not uniquely determined by
the last unequal crossing over in Gehring’s model event.
To see this more clearly, let us first consider the case n = 4. It is well known
that every metric on four points can be represented as a “box graph” as shown in
Fig. 5. The box dimensions can be computed from 2u = (dps + dqr ) − (dpq + drs )
and 2(u − v) = (drp + dqs ) − (dpq + drs ). The key ingredients, thus are the
three different pairs of distances emphasized by parentheses. For more details
see Nieselt-Struwe (1997). Now let us start from an arbitrary distance matrix
D on {x, y, u} and construct z as a recombinant. In the following, we will use
abbreviations for the three pairs of distance sums, thus
A = d0xz + d0uy

B = d0yz + d0ux

C = d0uz + d0xy .

(2.13)

Using the definitions of dxz , dyz , and duz we can compute
C − A = a(dxy + dxu − duy ) ≥ 0
C − B = (1 − a)(dxy + dyu − dux ) ≥ 0

(2.14)

using again the triangle inequality. The terms C − A and C − B correspond to twice
the sides of the box in the quadruple graph, shown in Fig. 5; note that they are

28

Chapter 2. On Distance Matrices and Phylogenies

Algorithm 2: Recognition of type R distance matrices

Require: Distance matrix D0 , n = |V | ≥ 4
repeat
for (x, y, z) ⊆ V do
for {u, v} ⊆ V \ {x, y, z} do
compute a using Eq. (2.9)
if a ∈ [0, 1] is the same for all u, v then
if a 6= 0, 1 then
compute δz using Eq. (2.7)
compute dxy using Eq. (2.11)
compute δx , δy using Eq. (2.12)
δu ← 0 for u ∈ V \ {x, y, z}
compute D as dpq = d0pq − δp − δq for all p, q ∈ V
0
D ← D without row and column z
n←n−1
if no (x, y, z) was found then
return false
until n = 4
return true

independent of δx , δy , δz , and δu . We obtain a tree whenever the box degenerates
to a line, i.e., if a = 0 or a = 1.
In the general case, the length hp of the edge incident with leaf u becomes
hp = δp + (1/2) minv,w (dpq + dpr − dqr ) ≥ 0, where the minimum runs over all
q 6= r ∈ V different from 0, since we have a box as in Fig. 5 for every quadruple of
leaves. It follows that the contribution δp ≥ 0 that measures that divergence of
sequences between duplication events cannot be determined. Intuitively, this comes
from the fact that distances are modified by contributions δu + δv deriving from
the independent evolution of two leaves. This terms is added to duv after every
duplication event. This contribution cannot be divided unambiguously between the
individual steps in complete analogy to the situation for additive tree metrics in the
previous section.
Hence we can set δu = 0 for every u ∈
/ {x, y, z} and assume the entire length of
hu stems from previous events. This yields the recursive Alg. 2 for recognizing type
R distance matrices. It requires O(|V |) decomposition steps, each of which needs
in the worst case O(|V |5 ) computations to identify the triple (x, y, z) corresponding
to the last duplication event. Note that it suffices to consider x < y. If a = 0 or
a = 1, then z was obtained as a faithful copy of x or y, resp., and hence it can just
be dropped. If a candidate triple {x, y, z} is found, the previous distance matrix
D0 is computed in quadratic time. Thus Alg. 2 runs in O(|V |6 ) time.
For |V | = 4 the remaining distance matrix is represented by a unique box as
in Fig. 5, which implies a unique circular order of the remaining four nodes, say
u, x, y, z. The fourth node therefore must be the result of unequal crossing over
of two nodes that are placed at diagonally opposite corners of the box. Therefore
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(u, y : x), (x, z : y), (y, u : z) and (z, x : u) are equivalent.

2.2.2

Linear Type R Matrices

Definition 2. A type R distance matrix is called linear (with order π) if, starting
from V = {x, y}, in each vertex addition step the two parents x and y are adjacent
and their offspring z is placed between x and y.
Algorithm 2 identifies triples (x, y : z) so that z was obtained as a recombinant
of x and y, i.e., that z is located between x and y together with a possible temporal
order of these events. It is difficult in general to determine whether a linear order
exists that is compatible with an arbitrary collection of betweenness triples: the
so-called Betweenness Sorting Problem is NP complete (Chor and Sudan, 1998;
Opatrny, 1979). Here, however, we have much more information. We call a type
R matrix generic if for every z both parents are uniquely defined. We say that
(u, v : w) is a successor of (x, y : z) if {u, v} = {x, z} or {u, v} = {y, z}. A triple
without a successor is a leaf triple.
With a leaf triple (x, y : z) we can associate the path pxy := x − z − y. If a
triple (x, y : z) has only one successor, say (x, z : u1 ), we set pxy = pxz (z − y). If
it has two successors, these are of the form (x, z : u1 ) and (z, y : u2 ), and we set
pxy = pxz pzy . This is, the paths corresponding to the two “intervals” x − z and
z − y are joined at the common vertex z. By construction of type R matrices, each
triple has at most one predecessor, hence the path pxy is uniquely and completely
defined for every triple. A triple (x, y : z) has no predecessor only if x and y are two
of the three ancestral nodes. There are at most two such triples by construction of
linear type R matrices, which necessarily have one node in common. The paths are
joined at this common node. The type R matrix is linear if the final concatenation
result is a single path, in which each node appears exactly once. By construction,
z is located between x and y for all triples (x, y : z), i.e., the final path encodes
the desired linear order of the nodes.
Representing the paths pxy as lists, joining at their end points can be performed
in constant time. Any triple (x, y : z) can be a left or right successor to another
triple on (x, y), accept a left successor on (x, z), or accept a right successor
on (z, y). For each triple, joining to already processed triples and/or generating
references for later triples can be achieved in O(1) utilizing these tuples as keys
in associative arrays (one per connection type), e.g. using a quadratic array or
(sparse) hash-maps. The successor/predecessor relation between the O(n) triples
can therefore be established in linear time if the triples that account for duplications
are already known. Thus, linearity of a type R matrix can be checked in linear time
(see algorithm in Appendix of S. J. Prohaska et al., 2018).
This algorithm can also be extended to the non-generic case. Instances with
a = 0 or a = 1 duplications result in (x : z) relations with unknown second flanking
gene, which can cause several problems. While the algorithm above can always
find one linear configuration, this is no longer unique in the non-generic case. Any
pair obtained as “clones” from the same parent have no defined order among
themselves, unless a later triple with 0 < a < 1 can resolve it (see Fig. 6). Hence,
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x

z1 z2

Figure 6: Representation of a successor-predecessor
tree after two duplications of the same gene x: (x : z1 )
and (x : z2 ). As the time order of duplications to z1
and z2 are unknown, so is their relation in the genome.
Both x − z1 − z2 and x − z2 − z1 are proper solutions.

the predecessor-successor relationship is no longer binary, but rather any gene might
relate to an unlimited number of perfect copies. This requires careful indexing on
individual genes, as listing gene tuples would create exponential growth of open
references.
Let us now turn to the connection of type R matrices and circular orders.
Definition 3. A distance matrix D = (dij ) satisfies the Kalmanson condition if
there is a circular order / of the points so that the inequality
max{(dij + dkl ), (dil + djk )} ≤ dik + djl

(2.15)

for every four points so that i ≺ j ≺ k ≺ l.
If (dij ) satisfies Eq. (2.15) then the corresponding Travelling Salesman Problem
(TSP) is solved by the unit permutations, i.e., π = (1, 2, 3, . . . , n) (Kalmanson,
1975). Equivalently, if / is a circular ordering of the taxa set V and π the
permutation of V associated with an arbitrary linearization of /, then (dij ) is
Kalmanson iff
max{(dπ(i)π(j) + dπ(k)π(l) ), (dπ(i)π(l) + dπ(j)π(k) )} ≤ dπ(i)π(k) + dπ(j)π(l) (2.16)
for i < j < k < l. In this case L(π) in Eq. (2.2) is a shortest Hamiltonian cycle for
(dij ).
With each circular ordering / we can associate a set S / of splits, i.e., non-trivial
bipartitions of the set X of taxa. {A, X \ A} ∈ S / if and only if (i) A 6= ∅, (ii)
A 6= X, (iii) there is i, j ∈ A and k, l ∈ X \ A so that (a) for all p ∈ A and
q ∈ X \ A holds / i p j and / k q l and (b) / i j k and / k l i. We write
Sij := {{π(i + 1), π(i + 2), . . . , π(j)}, {π(j + 1), π(j + 2), . . . , π(i)}}

(2.17)

with i, j taken mod |X| for the splits of S / , where π is again an arbitrary
linearization of /. A metric is called circular decomposable (Bandelt and Dress,
1992) if there is a circular ordering / (with a corresponding permutation π), and
αij ≥ 0, i 6= j so that
X
dxy =
αij δSij (x, y) ,
(2.18)
i<j

where the split pseudometric δSij is defined as δSij (x, y) = 1 if the split Sij
separates x and y, and δSij (x, y) = 0 otherwise. Such expressions are known as
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“Crofton formulas” (Chepoi and Fichet, 1998). The isolation indices of the splits
Sij can be computed as
αij = α(Sij ) =


1
dπ(i)π(j) + dπ(i+1)π(j+1) − dπ(i)π(j+1) − dπ(i+1)π(j) (2.19)
2

It is shown by Chepoi and Fichet (1998) and Christopher, Farach, and Trick
(1996) that a metric satisfies the Kalmanson condition if and only if it is circular
decomposable. These can be represented as so-called split graphs and computed
efficiently using the NeighborNet algorithm (Bryant, Moulton, and Spillner, 2007;
David Bryant and Vincent Moulton, 2004).
As shown in Levy and Pachter (2011, Thm.37), the solution of the TSP on
a generic circular decomposable metric is unique. Thus, one can use the TSP
solutions of (dxy ) directly for finding circular orderings to be used in NeighborNet
(Bryant, Moulton, and Spillner, 2007; David Bryant and Vincent Moulton, 2004;
Korostensky and Gonnet, 2000). Note that this is not true for special case of
additive tree metrics.

Theorem 2. Every linear type R distance matrix satisfies the Kalmanson condition.

Proof. We only need to show that the distance matrix on X ∪ {z} is Kalmanson
provided the distance matrix on X is Kalmanson. Suppose z is the recombinant
of j and j 0 . In the general case we have i ≺ j ≺ z ≺ j 0 ≺ k ≺ l, since by
circularity of the ordering it does not matter whether we duplicate i, j, k, or l.
In addition to the general case we have to consider the special cases with i = j
and/or j 0 = k. The proof repeatedly makes use of the simple observation that
max(a + p, b + q) ≤ max(a, b) + max(p, q).
We assume that the Kalmanson inequalities hold for all quadruples in X with
an appropriate circular order. For the general case we have, by substituting the
definition of the distances involving the recombinant vertex z,
max{diz + dkl , dil + dzk }
= max{a(dij + dkl ) + (1 − a)(dij 0 + dkl ), a(dil + djk ) + (1 − a)(dil + dj 0 j )}
≤a max{dij + dkl , dil + djk } + (1 − a) max{dij 0 + dkl , dil + dj 0 k }
≤a(dik + djl ) + (1 − a)(dik + dj 0 l ) = dik + adjl + (1 − a)dj 0 l
=dik + dzl .
In the fourth line we use that the Kalmanson inequality holds for i ≺ j ≺ k ≺ l and
i ≺ j 0 ≺ k ≺ l by assumption, the last line used the definition of dzl . Analogous
computations for the three special cases (omitting the analog of the second and
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third line above) yield:
max{djz + dkl , djl + dzk }
≤ a max{dkl , djl + djk } + (1 − a) max{djj 0 + dkl , djl + dj 0 k }
≤ a(djl + djk ) + (1 − a)(djk + dj 0 l ) = djk + dzl ;
max{diz + dj 0 l , dil + dzj 0 }
≤ a max{dij + dj 0 l , dil + djj 0 + (1 − a) max{dij 0 + dj 0 l , dil }
≤ a(dij 0 + djl ) + (1 − a)(dij 0 + dj 0 l ) = dij 0 + dzl ;
max{dij + dzj 0 , dij 0 + djz }
≤ a max{dij + djj 0 , dij 0 } + (1 − a) max{dij , dij 0 + djj 0 }
= a(dij + djj 0 ) + (1 − a)(dij 0 + djj 0 ) = djj 0 + diz .
We conclude that all quadruples involving z satisfy the Kalmanson inequality
provided the distances (dij ) form a Kalmanson metric on V : we have used the
Kalmanson conditions for i ≺ j ≺ k ≺ l as well as the triangle inequality in our
proof. As the distances that do not involve the new offspring z remain unchanged
by the construction principle of type R matrices, we conclude that the distances
(dij ) on X ∪ {z} also satisfy the Kalmanson inequalities.

2.2.3

Robinsonian Distances and Hamiltonian Paths

The basic idea of converting a TSP into a shortest Hamiltonian path problem is
folklore. One simply adds a dummy node 0 between 1 and n with d0π(i) = c large
enough. Then a shortest Hamiltonian path will use 0 as an endpoint to avoid
using 2c in the solution. The resulting expanded distance matrix (dij ) on V ∪ {0}
is circular decomposable if and only if the Kalmanson conditions also hold for
quadruples involving the dummy node, i.e., if and only if
max{d0i + djk , d0k + dij } ≤ d0j + dik

(2.20)

holds for all 0 ≺ i ≺ j ≺ k. Since d0i = c this simplifies to the condition
max{dij , djk } ≤ dik

for all i < j < k .

(2.21)

A dissimilarity d is called Robinsonian if there is a permutation π so that
max{dπ(i)π(j) , dπ(j)π(k) } ≤ dπ(i)π(k)

for all i < j < k.

(2.22)

The so-called serialization problem (Liiv, 2010; W. S. Robinson, 1951) of linearly
ordering objects is solved by the order π for Robinsonian dissimilarities. This result
appears to be folklore, we have not found a simple direct proof.
Lemma 3. If d is Robinsonian, then π is a shortest Hamiltonian path.
Proof. W.l.o.g. we assume π = ι = (1, 2, . . . , n). Consider an arbitrary permutation
ξ. Then there is a bijection ϕ between the adjacencies [ξ(i), ξ(i+1)] with respect to
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ξ and the adjacencies [p, p+1] with respect to ι so that ξ(i) ≤ p < p+1 ≤ ξ(i+1)].
To see this we argue by induction. For n = 2 the statement is trivial. In general
ξ is either (1) the extension of a permutation ξ 0 on {1, 2, . . . , n − 1} by one
of the adjacencies [1, n] or [n − 1, n], or (2) ξ is obtained by inserting n into
the adjacency [ξ 0 (k), ξ 0 (k + 1)] = [u, v] with u = min(ξ 0 (k), ξ 0 (k + 1)) and
v = max(ξ 0 (k), ξ 0 (k+1)) In case (1) ϕ is the extension of ϕ0 by [1, n] 7→ [n−1, n] or
[n−1, n] 7→ [n−1, n]. In case (2) we obtain ϕ from ϕ0 by replacing [u, v] 7→ [p, p+1]
with [u, n] 7→ [p, p + 1] and adding [v, n] 7→ [n − 1, n]. The Robinson condition
(2.21) implies dξ(i),ξ(i+1) ≥ dp,p+1 for ϕ([ξ(i), ξ(i + 1)]) = [p, p + 1] and hence
L(ξ) ≥ L(ι), i.e., ι is a shortest Hamiltonian path.
The Robinson property also plays an important role in cluster analysis, where
it characterizes certain generalizations of hierarchies (Diday, 1987; Kleinman,
Harel, and Pachter, 2013; Préa and Fortin, 2014). So-called quadripolar Robinson
dissimilarities that also satisfy the Kalmanson condition are studied in some detail
by Critchley (1994).
Lemma 4. Suppose (dij ) satisfies Eq. (2.21) on V . Then the distance matrix on
V ∪ {z} obtained by inserting the recombinant node z between adjacent parents j 0
and j 00 also satisfies the Robinson condition Eq. (2.21).
Proof. Suppose j = z is the new node derived from parents j 0 ≺ z ≺ j 00 . Then for
i < j 0 and k > j 00 we have diz = adij 0 + (1 − a)dij 00 and dzk = adkj 0 + (1 − a)dj 00 k .
Thus max{diz , dzk } ≤ a maxj 0 (dij 0 + dj 0 k ) + (1 − a) maxj 00 (dij 00 + dj 00 k ) ≤ dik .
The special case i = j 0 , k > j 00 yields: dj 0 z = (1 − a)dj 0 j 00 and thus max{(1 −
a)dj 0 j 00 , adj 0 k + (1 − a)dj 00 ,k } ≤ adj 0 k + (1 − a) max{dj 0 j 00 , dj 00 ,k } ≤ adj 0 k + (1 −
a)dj 0 k = dj 0 k . An analogous computation works for i < j 0 and j 00 = k. Finally,
for i = j 0 and k = j 00 we have, by construction dj 0 z = (1 − a)dj 0 j 00 ≤ dj 0 j 00 and
dzj 00 = adj 0 j 00 ≤ dj 0 j 00 .
It is important to note that the choice of δk can destroy the inequality: From
max{dij , djk } ≤ dik we cannot conclude that {dij + δi + δj , djk + δj + δk } ≤
dik + δi + δk }. Hence, very uneven evolution rates or a mechanism that makes the
“middle” genes in a gene cluster evolve much faster can destroy the betweenness
conditions. The Robinson condition should be satisfied at least in very good
approximation if the evolution rates of the offspring are not too different. Gene
conversion, which effectively reduces distances, should make it even easier to satisfy
Eq. (2.21).

2.3

Conlcusion and Discussion

In this chapter we have investigated in some detail a model of gene cluster evolution
that goes beyond identical tandem copies. Based on Walter Gehring’s ideas, we
saw that unequal crossing over events produce genes that are hybrids of their
adjacent genes. The distances between the members of a gene cluster therefore are
not expected to be tree-like. Instead they form a distinctive subclass of circular
decomposable (Kalmanson) distances, which we have termed here type R. As a
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consequence, the genomic gene order matches the circular order associated with
the Kalmanson-type genetic distance matrix. The NeighborNet algorithm (David
Bryant and Vincent Moulton, 2004), a commonly used tool for the inference of
phylogenetic networks, readily infers this order. This provides a simple method to
check whether a gene cluster evolves according to Gehring’s model or not. To better
characterize type R distances, we showed that they are recognizable in polynomial
time and that the sequence of unequal crossing over events can be inferred from a
given type R distance matrix.
Additive tree metrics, which arise if the crossing over breakpoints are located
between genes, are a special case of type R distances. In this case, the circular
order is ambiguous since an arbitrary decision can be made at each interior vertex
of the phylogenetic tree. More precisely, all planar embeddings of the phylogenetic
tree yield a valid circular order.
The genetic distances of gene clusters evolving according to Gehring’s model of
unequal crossing over within genes also satisfy the Robinson condition, at least as
long as selective pressures and thus evolutionary rates on paralogous members are
not too different. This implies that shortest Hamiltonian paths with respect to the
genetic distance should be co-linear with the genomic order of genes. Numerical
simulations show that this type of co-linearity can be used to distinguish clusters
that evolve through unequal crossing over within genes from clusters where unequal
crossing over occurs (mostly) between genes. The tree-like evolution in the latter
case yields equivalent solutions of the shortest Hamiltonian path problem, again
corresponding to arbitrary planar embeddings of the tree. Small amounts of noise
in the data then typically yield optimal solutions that differ substantially from
co-linearity with the genomic arrangement.
This chapter focused on the mathematical foundations and the demonstration
that genetic distance matrices are informative about the mode of gene cluster evolution. Several open problems remain, in particular related to practical applications.
The recognition algorithm Alg. 2 requires an exact type R structure. Since the
conditions for a metric to be type R involves equalities, an empirically determined
distance matrix generically will not be type R due to noise. This raises the question
how a best-fitting type R matrix can be identified, and how the deviation from a type
R matrix should be quantified most appropriately. Together with the approximation
of a type R matrix it would be useful to compute the most likely sequence of
unequal crossing over events.
If a gene cluster evolves according to Gehring’s model with appreciable levels of
gene conversion, we expect that values of a inferred from Eq. (2.9) are typically
bounded away from 0 or 1. This implies that the type R matrix should be decidedly
non-tree like. It remains a question for future work how the distribution of a values
relates to well-established measures of deviations from tree-likeness, such as the
parameters proposed by statistical geometry (Nieselt-Struwe, 1997). Similarly, it
remains an open problem how to properly quantify the deviation of a given metric
from type R structure. As with circular decomposable metrics there does not seem
to be an easy-to-compute measure. The split-prime part of the metric, i.e., the
unique component that is not decomposable in split metrics (Bandelt and Dress,
1992), might serve at least as a first approximation for this purpose. These issues,
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however, extend beyond the scope of this thesis and will require a most systematic
analysis of a larger number of gene clusters.
Up to now we have only considered the case of genes even though this model
can probable readily be extended to different fields of study. In the next chapter
we will investigate what effect NeighborNet (Bryant, Moulton, and Spillner, 2007;
David Bryant and Vincent Moulton, 2004) has on a distance matrix.
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Chapter 3. Phylogenies beyond Biology
At the most abstract level, evolution can be seen as a consequence of the generation
of variation and selection. Since selection acts to remove entities from the system,
it will eventually “die out” unless counteracted by some form of reproduction.
Sustained evolution thus necessarily operates on populations of entities. The history
of an evolutionary process can be recorded in the form of a directed graph: Dress,
Vincent Moulton, et al. (2010) considered the set W comprising “all organisms that
ever lived on earth” arranged into a graph G with arcs (directed edges) connecting
to nodes u and v whenever u was a “parent” of v, defined in a rather loose sense
as having contributed directly to the genetic make-up of v. These arcs encode not
only father and mother in sexually-reproducing populations, but also horizontal
gene transfer, hybridization, the incorporation of retroviruses into the genome, etc.
Since arcs encode ancestry, G is acyclic.
The very same construction applies to many other systems that are perceived
as evolutionary. For example, in the evolution of languages one may consider the
mutual influences of speakers or, even more fine grained, individual utterances
as the basic entities (W. Croft, 2000; Pagel, 2009). The same is true for the
transmission of cultural techniques, designs, and conventions (Mesoudi, Whiten,
and Laland, 2006). Well-studied cases include the transmission of texts (Greg,
1950), in particular manuscripts, and text reuse, i.e., the borrowing of parts of a
corpus, with or without modifications, in the process of creating a new text, see
e.g. Seo and W. B. Croft (2008). Similarly, the revisions of the law as dissenting
interpretations can be seen in this manner (Roe, 1996). The common ground
of these, and presumably many other systems is that a limited set of entities at
some point or interval in time “informs” limited sets of entities in their (usually
immediate) future.
The key result of Dress, Vincent Moulton, et al. (2010) is that several types of
clusters on the subset U ⊂ W of organisms that are currently alive can be defined
from the structure of graph G. Many of these form hierarchies and therefore define
a tree. These clusters naturally take on the role of taxa, and the corresponding trees
consequently are a meaningful representations of the phylogenetic relationships
among these taxa. The same interpretation is meaningful, as argued above, also for
many – but presumably not all – aspects of human cultural endeavours. Notions of
cultural evolution (see e.g. Flannery, 1972; Mesoudi, Whiten, and Laland, 2006) are
therefore more than a convenient metaphor. Instead, for a given system of interest,
one has to ask whether or not the corresponding graph G shares key features with
the one obtained from conceptualizing biological evolution. There is no a priori
reason to assume, for instance, that G always gives rise to the tree-like abstraction
that is at the heart of biological evolution. This is an inherently empirical question
that needs to be answered for each “evolutionary” system under consideration.
Human languages, for instance, are a prime example of an aspect of human activity
that closely conforms to biological evolution.
The key point here is that a phylogenetic structure is an emergent phenomenon
of the underlying evolutionary process; it requires that there exists a level of
aggregation in G that produces clusters adhering to an (essentially) hierarchical
structure. Although Dress, Vincent Moulton, et al. (2010) provide a formal
justification for phylogenetic reconstruction with their analysis of the graph G, their
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work does not attempt to provide a practical procedure to identify the relevant
clusters, i.e., the taxa. After all, these are defined in terms of the graph G, which
of course is not directly observable. In fact, usually not even the set U of extant
entities will be known completely, as often there is only a subset of the data
available.
In general, neither the “true nature” of the elementary entities nor a complete
description for each of them is available to us. Instead, one has to be content with
measured representations. For instance, in molecular phylogenetics, it is customary
to represent a taxon by a set of sequences (usually representing single copy protein
coding genes) obtained from one or more individuals. Morphological approaches
in phylogenetics use a list of characters such as features of bones or organs to
represent a typical individual. The impact of the choice of representation on the
results of phylogenetic reconstructions has long been recognized in morphological
phylogenetics and has been the subject of a long-standing debate, see e.g. Wiens
(2001).
The fundamental assumption that is made in any type of similarity-based phylogenetic analysis is that similarity of representations reflects evolutionary relatedness,
i.e., proximity in G, and therefore also makes it possible to identify the hierarchical
cluster systems that are defined in terms of G. This is well established, of course, in
the case of molecular phylogenetics, where a detailed model of sequence evolution
is available (Arenas, 2015; Jukes and Cantor, 1969; Tavaré, 1986). Similarly,
permutation distances directly count genomic rearrangement events (Hannenhalli
and Pavel A. Pevzner, 1995). The connection is much less clear for morphological
phylogenetics, where choice and even the concept of “character” is under debate,
see e.g. Wagner (2001) and Wagner and Stadler (2003) for a formal discussion. In
many cases, it seems difficult to construct a theory that links distance or similarity
measures directly to an underlying evolutionary process. This is the case for instance
in phylogenetic applications of distances between ribonucleic acid (RNA) secondary
structures (Siebert and Backofen, 2005) or the use of distance measures based on
data compression (Cilibrasi and Vitányi, 2005; RajaRajeswari and Viswanadha Raju,
2017).
Phylogenetic methods have also been employed in the humanities. Relationships
among languages, for instance, can be captured by using cognates (i.e., words with
a common origin) as characters, see e.g., Gray, Atkinson, and Greenhill (2011)
and Holman and Wichmann (2017). Recently, sophisticated statistical approaches,
modeling e.g. the importance of sound change, have been used to reconstruct
language trees, see e.g. Bhattacharya et al. (2018) for a recent overview. In
stemmatics, differences between editions or manuscripts serve as characters from
which the relationships e.g. between the many different versions (Barbrook et al.,
n.d.; Marmerola et al., 2016; O’Hara and P. M. W. Robinson, 1993) can be
reconstructed. Occasionally, material artefacts are considerd. Tëmkin and Eldredge
(2007) studied used phylogenetic methods to study the history of certain musical
instruments. A broader perspective of phylogenetic approaches in cultural evolution
is discussed e.g. by Mesoudi, Whiten, and Laland (2006), Steele, Jordan, and
Cochrane (2010) or Howe and Windram (2011).
It is a well-known fact in sequence analysis that not all (reasonable) distance
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measures lead to faithful reconstructions of phylogenies. It is a well-established
practice, in fact, to correct for back-mutations, i.e., to transform raw counts of
diverged sequence positions, i.e., the Hamming of Levenshtein distances, into
distance measures that can be interpreted as numbers of evolutionary events or
divergence times. Depending on the level of insights into the data, the simple
Jukes-Cantor model (Jukes and Cantor, 1969) or one of the many much more
elaborate models (Arenas, 2015; Tavaré, 1986) are used for this purpose. In the field
of alignment-free sequence analysis, on the other hand, the focus is on the efficient
computation of dissimilarity measures, without overt concern of the measure’s
connection to a dynamical model of evolution (Vinga and Almeida, 2003). One has
observed, however, the distance measures that do well in a phylogenetic context
also correlate very well with model-based distances (Edgar, 2004; Haubold et al.,
2009; Leimeister and Morgenstern, 2014). It is suspected that this reflects the fact
that a particular subclass of metrics, the so-called additive metrics, convey complete
phylogenetic information, see section 3.1 below. Therefore, a strong assumption is
made throughout this chapter:
Assumption A: Given a complete and correct model of the evolutionary dynamics
on a suitable constructed space Y ∈ W of organism, there is an additive metric
distance measure t on Y that measures the cumulative change along each lineage.
An immediate consequence is that phylogenetic relationships can be reconstructed
unambiguously if t is known. There is, of course, no reason to think that Assumption
A holds in real life. In particular, it is certainly violated by all processes that lead to
reticulate patterns in evolution, such as incomplete lineage sorting, horizontal gene
transfer, and hybridization (Gontier, 2015). The purpose of this chapter, therefore,
is to ask how much (or how little) knowledge is necessary about the “true” metric
t to be able to infer the correct phylogenetic tree T . More precisely, we investigate
here the consequence of distorted distance measurements: Suppose that instead
of t only a “deformed” dissimilarity measure d = ζ(t) is inferrable from the data,
where ζ is an unknown function about which only some qualitative features can be
known. The next question arises: How much information about t, and thus the
underlying phylogenetic tree, does d still convey?

3.1

Distance-Based Phylogenetics

A map d : Y × Y → R+
0 is a metric if it satisfies, for all x, y, z ∈ Y :
(M0) dx,x = 0
(M1) If dx,y = 0 then x = y.
(M2) dx,y = dy,x .
(M3) dx,y + dy,z ≥ dx,z .
Distance measures can be used for clustering, and thus serve as a means of extracting
hierarchical, i.e., tree-like, structures on a set of data.
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The basis of distance-based phylogenetic methods are additive metrics, i.e.,
metrics that are representations of edge-weighted trees. Consider a tree T with
leaf-set X and a length function ` defined on the edges of T . Recall that every pair
of leaves x and y is connected by a unique path wpxy in T . The length of this path,
i.e., the sum of its edge lengths, is defines the distance dT (x, y). Additive metrics
are those that derive from a tree in this manner. A famous theorem (Buneman,
1974; Cunningham, 1978; Dobson, 1974; Simões-Pereira, 1969) shows that additive
metrics are characterized by the four-point condition: A metric is additive if and
only if for any four points u, v, x, y ∈ Y holds
(
(MA) du,v + dx,y ≤ max

du,x + dv,y
du,y + dv,x

The appearance of additive metrics in evolutionary processes can be justified
rigorously for specific models. For example, Markovian processes on strings of fixed
length lead to distances that can be estimated directly from the data: Denoting
by cab (x, y) the fraction of characters in which x has state a and y has state
 b,
which for each pair (x, y) can be arranged in a matrix C(x, y) = ca,b (x, y) a,b .
M. A. Steel (1994) showed that (the expected values of) dx,y := − ln |det(C(x, y)|
form an additive metric. Well known results from phylogenetic combinatorics show
that given an additive metric, the tree T and its edge lengths can be reconstructed
readily, see e.g. the work of Apresjan (1966), Bandelt and Dress (1992), Buneman
(1974), Dress (1984), Dress, Huber, Koolen, et al. (2010), and Imrich and Stockiı̌
(1972). The well-known Neighbor Joining algorithm (Saitou and Nei, 1987), a
special case of a large class of agglomerative clustering algorithms, furthermore,
solves this problem efficiently and was shown to always compute the correct tree
when presented with an additive metric; see the survey by Gascuel and M. Steel
(2006) and the references therein. Additivity of the underlying metric is also
assumed in a recent generalization of phylogenetic trees that allows data points
to appear not only as leaves but also as interior vertices of the reconstructed tree
(Telles et al., 2013).
A stronger condition than additivity is ultrametricity, which is characterized by
the strong triangle equation
(MU) dx,z ≤ max{dx,y , dy,z }
Condition (MU) means that all triangles are “isosceles with a short base”, i.e.,
the length of two sides of the triangles are equal and the third one is at least not
longer than these two. Ultrametrics appear in phylogenetics under the assumption
of the strong clock hypothesis, i.e., constant evolutionary rates (Dress, Huber,
and Vincent Moulton, 2007). Dating of the internal nodes (Britton et al., 2007)
transforms an (additive) phylogeny into an ultrametric tree. Ultrametrics are a
special case of additive metrics.
Real-life data sets, unfortunately, almost never satisfy the four-point condition.
As a remedy, Sattah and Tversky (1977) and Fitch (1981) suggested to consider a
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“split relation” on pairs of objects, often referred to as quadruples, defined by
(
du,x + dv,y
uvkxy ⇐⇒ du,v + dx,y <
(3.1)
du,y + dv,x
The relation k has been studied extensively and, under certain additional conditions,
can provide sufficient information for reconstructing phylogenetic trees (Bandelt
and Dress, 1986) or at least phylogenetic networks (Bandelt and Dress, 1992;
Grünewald, Vincent Moulton, and Spillner, 2009). The approximation of a given
metric by additive metrics or ultrametrics given some measure of the goodness of
fit has also received quite a bit of attention (Agarwala et al., 1998; Apostolico
et al., 2013; Farach, Kannan, and Warnow, 1996).
Here, one may ask under which conditions distance data that may deviate from
additivity in a systematic manner still yield a phylogenetically (more or less) correct
relation k. This is different from the inference problems mentioned above: our
task is not to minimize a uniform error functional but to deal with systematic
distortions of the distance measurements. In order to formalize the problem setting,
assume that the evolutionary process under consideration (operating on a space
Y ) generates an additive metric t : Y × Y → R+
0 . The catch is that there is no
knowledge of Y and t cannot be directly accessed. However, partial knowledge can
be obtained from representations. That is, there is a function ϕ : Y → X. The
construction of the representation in X depends on our theory of what is important
about the evolving system. In molecular phylogenetics, X may be chosen to be a
space of sequences. In classical, morphology-based phylogenetics, the elements of
X are character-based descriptions of animals; attempts to use molecular structures
for phylogenetic purposes might use RNA secondary structures or labeled graph
representations of protein 3D structures; a historic linguist might choose word lists
or grammatical features.
Once a representations is chosen, (dis)similarities are measured between them.
The concrete choice of a distance measure d˜ : X × X → R+
0 of course again
depends on the theoretical conception of the underlying evolutionary process. We
can easily re-interpret d˜ as a distance measure on Y by setting
˜
dx,y := d(ϕ(x),
ϕ(y))
It is easy to see that d : Y × Y → R is a metric whenever d˜ is a metric and
ϕ : Y → X is injective, i.e., whenever our representation is good enough to
distinguish objects in Y . There is no a priori reason to make this assumption,
however. Consider, for example, RNA secondary structures as a function of the
primary sequences. This map is highly redundant (Schuster et al., 1994): for
example, most transfer RNA (tRNA)s share the standard clover-leaf structure
despite very different sequences and divergences time that pre-date the common
ancestor of all extant life forms (Eigen, Lindemann, et al., 1989); distances between
secondary structures therefore do not reflect all evolutionary processes. Formally,
d is not a metric but only a pseudo-metric in this case: it does not satisfy axiom
(M1) any longer. We will ignore this complication here and assume for simplicity
that d : Y × Y → R0+ is a metric.
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The metric d is of interest for phylogenetic purposes if it quantifies evolutionary
divergence in a meaningful way. That is, the focus lies on the information about
the underlying additive metric t that can be extracted from d. Without additional
assumptions on the relationships between t and d, however, nothing much can
˜ should be good enough to
be said. At the very least, our representation (Y, d)
recognize whether one of two objects y or z has diverged further from a given
reference point x than the other. Hence, assume that for all x, y, z ∈ Y :
(m0) tx,y < tx,z implies dx,y < dx,z .
In the absence of at least this very weak form of monotonicity there is little hope for
recovering information about t from measuring d. To our knowledge, property (m0)
has not received much attention in the past. The following, stronger condition,
however, has been considered extensively:
(m1) tx,y < tu,v implies dx,y < du,v
for all u, v, x, y ∈ Y . This property is known as (strong) monotonicity (Kruskal,
1964) and lies at the heart of Non-Metric Multi-Dimensional Scaling, a set of
techniques that aim at approximating dissimilarity data by a Euclidean metric (Borg
and Groenen, 2005). A commonly used criterion is to minimize the violations of
condition (m1). It is interesting to note in this context that, given any input metric d,
there is a always a Euclidean metric that is connected with d by strong monotonicity,
provided the embedding space is of sufficiently high dimension (Agarwal et al.,
2007). In our context it will be interesting to investigate whether there is an
analogous result for additive metrics.
Additionally, insisting that ties are preserved, i.e., that tx,y = tu,v is equivalent
+
to dx,y = du,v , then there exists an increasing function ζ : R+
0 → R0 such that
d = ζ(t). In the following, this (more restrictive) setting is considered in some
detail.

3.2

Metric-Preserving Functions

+
Definition 4. A function ζ : R+
0 → R0 is metric-preserving if for every metric
+
t : X × X → R0 the function d = ζ ◦ t is also a metric on X.

Consider the following properties:
(Z1) ζ(t) = 0 if and only if t = 0 (amenable)
(Z2) ζ(t + u) ≤ ζ(t) + ζ(u) (subadditive)
(Z3) ζ is non-decreasing.
A theorem by Kelley (1955, p.131) states that (Z1), (Z2), and (Z3) together are
sufficient conditions for ζ to be metric-preserving. One can show, furthermore, that
(Z1) and (Z2) are necessary (Corazza, 1999). Property (Z3) is sufficient but not
necessary, as shown by several examples of metric-preserving functions that fail
to be non-decreasing (Corazza, 1999; Doboš, 1998). A necessary and sufficient
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Figure 7: Metric preserving transformations do not preserve the relation k. The distance
matrix T corresponds to the tree in the middle and, according to Eq. (3.1), satisfied uvkxy.
The function ζ satisfies (Z1), (Z2), (Z3), and is smooth. The transformed distance matrix
D = ζ(T) is presented by the networks shown on the r.h.s. (computed with SplitsTree
(Huson and David Bryant, 2006). Here du,y + dx,v is the distance pair with the shortest
distance sum, i.e., it corresponds to the quadruple uykxv. This split corresponds to the
longer one of the two side lengths of the box.

condition (Borsik and Doboš, 1981; Das, 1989; Wilson, 1935) is that ζ is amenable,
(Z1), and satisfies
(Z*)

max ζ(w) ≤ ζ(t) + ζ(u).
w=|t−u|

It can also be shown that any concave amenable function is metric preserving
(Doboš, 1998). If d = ζ ◦ t satisfies (m0), then (Z3) holds. Therefore, we restrict
ourselves to amenable, subadditive, non-decreasing functions. Furthermore, assume
for convenience that ζ is continuous.
We say that ζ is a.m.-preserving (ultrametric-preserving) if ζ ◦ t is an additive
metric whenever t is an additive metric (ultrametric). It was shown recently
that a function ζ preserves ultrametricity if and only if it is amenable (Z1) and
non-decreasing (Z3) (Pongsriiam and Termwuttipong, 2014). In the appendix we
prove
Lemma 5. If ζ is a.m.-preserving, then it is also ultrametric-preserving.
Proof. Since every ultrametric is additive, an a.m.-preserving function must transform every ultrametric into an additive metric. Being a function, ζ in particular
transforms isosceles triangles into isosceles triangles. In particular, it preserves
equilateral triangles.
Consider the set of ultrametrics q on 4 points satisfying uvkxy. The four isosceles
triangles are u|xy, v|xy, x|uv and y|uv. Therefore q(u, x) = q(u, y) > q(x, y),
q(v, x) = q(v, y) > q(x, y), q(x, u) = q(x, v) > q(u, v), and q(y, u) = q(y, v) >
q(u, v), i.e., c := q(u, x) = q(u, y) = q(x, v) = q(y, v) > q(x, y), q(u, v). If the
ζ-transformed additive metric satisfies uvkζ xy, then these four triangles still have
short base. Recall that q is an ultrametric if and only if every triangle is isosceles
with short basis or equilateral. Therefore ζ ◦ q is again an ultrametric. Otherwise,
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suppose uxkζ vy holds w.r.t. to the transformed metric. Then additivity thus implies
ζ(q(u, x)) + ζ(q(v, y)) < ζ(q(u, v)) + ζ(q(x, y)) = ζ(q(u, y)) + ζ(q(x, v)), i.e.,
2ζ(c) < 2ζ(c), a contradiction. The same result is obtained assuming uykζ vx. In
the degenerate case no quadruple exists and thus ζ(q(u, v)) + ζ(q(x, y)) = 2ζ(c).
Since q(u, v) and q(x, y) can vary independently of each other, ζ must be constant,
and thus ζ ◦ d is the trivial discrete metric, which is also an ultrametric. Hence
ζ is ultrametric-preserving on any subset of 4-points and thus in particular also
preserves ultrametricity of all triangles.
This implies in particular that an a.m.-preserving function is non-decreasing. It
will not come as a surprise that non-linear distortions do not preserve additivity.
Theorem 3. If ζ is a.m.-preserving, then ζ(t) = gt + f holds for all t > 0 with
g, f ≥ 0.
Proof. The discrete metric is additive, hence any function ζ that is constant
on R+ is a.m.-preserving. As a consequence of Lemma 5 and Pongsriiam and
Termwuttipong (2014) we know that any a.m.-preserving function is amenable
and non-decreasing. In the following we therefore assume that ζ is amenable, not
constant on R+ , and non-decreasing.
Consider the set of additive metrics on four points satisfying tuv + txy <
tux + tvy = tuy + tvx . Then, for some  sufficiently small, the metric t0 defined
by t0 = t except t0ux = tux +  and t0vx = tvx + , is again an additive. Thus
ζ(tux + ) − ζ(tvx + ) = tuy − tvy , a constant. It is easy to see that tvx and tux
can be chosen arbitrarily (first choose an isolation index g for uvkxy such that
g < min(tvx , tux ) and then pick tuv and txy sufficiently small). Thus, for every
a, b > 0 and sufficiently small ||, we have ζ(a + ) = ζ(b + ) + hab . Let us fix
a and consider the partial function ha : b 7→ hab . Suppose ha is not constant.
Then then there is a point b00 := inf{b0 > b|hab =
6 hab0 }. Since we know that ha is
00
constant in a neighborhood of b, we have b > b. By construction hab0 = hab for
all b0 ∈ [b, b00 ). But ha is also constant in an open neighborhood of b00 , which has a
non-empty intersection with [b, b00 ). Thus hab = hab00 , a contradiction. Renaming
the arguments, there is a function h such that
ζ(x + a) − ζ(x) = h(a)

(3.2)

for all a > 0 and x > 0.
Replacing a by pa for p ∈ N yields ζ(x + pa) − ζ(x) = h(pa), while substituting
x with x+(p−1)a yields ζ(x+pa)−ζ(x+(p−1)a) = h(a). Substituting p by p−1
and adding the resulting equation leads to ζ(x + pa) − ζ(x + (p − 2)a) = 2h(a) and
thus eventually ζ(x + pa) − ζ(x) = ph(a). Taken together, we have h(pa) = ph(a).
Replacing a by a/p shows h(a) = ph(a/p) and thus p0 h(a) = ph(p0 a/p) for all
p, p0 ∈ N. That is, h(pa) = ph(a) for all p ∈ Q. Since ζ is non-decreasing
we see that a 7→ h(a) = ζ(x + a) − ζ(x) is also non-decreasing. Therefore
p0 h(a) ≤ h(pa) ≤ p00 h(a) holds for all p ∈ R and all p0 , p00 ∈ Q with p0 ≤ p ≤ p00 .
Using the well-known fact that Q is dense in R conclude that h(pa) = ph(a) holds
for all p ∈ R. In particular we have h(a) = ah(1). Substituting this into Eq. (3.2)
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and setting x = 1 yields ζ(a + 1) − ζ(1) = ah(1). Setting x = a + 1 and rearranging
the terms, finally, yields
ζ(x) = h(1)x + (ζ(1) − h(1))

(3.3)

for all x > 0. The theorem now follows by observing that both the slope h(1)
and the intercept ζ(1) − h(1) must be non-negative since ζ is amenable and
non-decreasing.
The importance of this theorem lies in the fact that any non-linear distortion of
the metric t necessarily destroys additivity and thus, depending on the algorithm
employed, may result in the reconstruction of an incorrect phylogeny.
Given the importance of the relation k, it is natural to ask whether – or under
what conditions – at least this relation is preserved. The example in Fig. 7 shows,
however, that the relation k is not necessarily preserved under transformations
satisfying (Z1), (Z2), and (Z3). The example of Fig. 7 is reminiscent of the effect of
long branch attraction (LBA) in parsimony-based methods (Bergsten, 2005; Felsenstein, 1978), which can also be understood the consequence of underestimating the
impact of homoplasy, i.e., “backmutations”.

3.3

Multiple Features

A reasonable approach to devise a distance measure for a set of objects is to use a
representation
in terms of a collection of features, i.e., to consider a product space
Q
X = i Xi with distance measures d˜i : Xi × Xi → R+
0 independently defined for
each of the features. Each feature can be seen as an independent representation,
ϕi : Y → Xi , and thus we may re-interpret the d˜i as different distance measures
˜
on Y , i.e., di : Y × Y → R+
0 with di (x, y) := di (ϕi (x), ϕi (y)). In this setting it
seems most natural to assume that di is just a pseudometric.
ItP
is well known that any non-negative linear combination of pseudometric
d := i ai di with ai ≥ 0 is again a pseudometric. To avoid trivial cases, assume
ai > 0. Then d is a metric whenever x 6= y implies that there is a feature i such
that di (x, y) > 0. The most general ways to combine metrics are given by the
N
generalized metric preserving transforms, i.e., functions Ξ : (R+
→ R+
0)
0 with
the property that d = Ξ(t1 , . . . , tn ) is a metric whenever each ti , 1 ≤ i ≤ N ,
is a metric (Das, 1989). These functions have a characterization that naturally
generalizes (Z1) and (Z*) to multiple arguments.
N
Theorem 4. If Ξ : (R+
→ R+
0)
0 transforms additive metrics di consistent with
the same underlying tree T into a metric Ξ(d1 , . . . , dN ) that is again compatible
with T , then Ξ = ΞL + ΞD where
PN
+
N
(i) ΞL : (R+
0 ) → R0 , (t1 , . . . , tN ) 7→
i=1 ai ti with ai ≥ 0,
PN
D
(ii) ΞD is a non-negative linear combination (t1 , . . . , tN ) 7→ i=1 bi dD
i where di
is the standard discrete metric applied to the i − th component, i.e., the
argument of ti .
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(iii) for each i, at least one of ai and bi is non-zero.
Proof. Suppose all component metrics dj are discrete except for di , i 6= j. Then
di 7→ Ξ(d1 , . . . , dj , . . . , dN ) is linear with non-negative slope for di > 0 as an immediate consequence of Thm. 3, i.e., condition (i) is necessary. Thm. 3 furthermore
implies that the contribution for each feature i is necessarily of the form ai ti + bi dD
i
with ai , bi ≥ 0. To ensure that we have a metric, each constituent must be a
metric, i.e., at least one of ai and bi must be non-zero.
In essence, Thm. 3 characterizes the distance measures that are “good” for
phylogenetic purposes: these exactly are the ones that are linear combinations of
distance measures that themselves are additive. In particular, therefore, alignmentfree phylogenetic methods are guaranteed to work only when their distance measure
approximates an additive measure, or, equivalently, when they approximate a
distance for which a transformation to an additive distance is known (and used for
the phylogenetic reconstruction).

3.4

Inferring ζ Transformations

The theoretical considerations above lead to the conclusion that the key problem
for phylogenetic inference from data without a completely understood underlying
model is to find monotonic transformations that make the original data as additive
as possible before applying distance-based phylogenetic methods. It is important to
realize that this is not the same problem as extracting the additive part of a given
metric using e.g. split decomposition. To see this, consider the metric distance
matrix


0.000 0.503 0.551 0.753
0.503 0.000 0.259 0.593

D=
0.551 0.259 0.000 0.551
0.753 0.593 0.551 0.000
The transformation t = −10 ln(1 − d) recovers the additive metric of Fig. 7 (up to
small rounding errors) and thus recovers the tree in Fig. 7. Its split decomposition,
on the other hand, yields the network on the r.h.s. of the figure with isolation indices
g(xv|uy) = 0.066 and g(xy|uv) = 0.045. Any reasonable methods for fitting an
additive tree thus will pick up the a quadruple with the xvkuy from these distances.
Consider now a function ψ that, given a metric distance matrix D = (dx,y )x,y
as input, produced a “best-fitting” additive metric distance matrix of the same
dimension as output.S More formally, denote by Mn the set of all metrics on n
points, and let M = n>1 Mn .
Definition 5. A function ψ : M → M is a.m.-consistent if the following conditions
are satisfied:
(i) If D ∈ Mn then ψ(D) ∈ Mn is an additive metric.
(ii) If D ∈ Mn is an additive metric, then D = ψ(D).
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The neighbor-joining algorithm (Saitou and Nei, 1987) is a well-known example
of an a.m.-consistent function ψ (Gascuel and M. Steel, 2006). Another example is
the non-prime part of the split decomposition (Bandelt and Dress, 1992). Given a
distance matrix D and an a.m.-consistent function ψ, a natural measure for the
deviation from additivity is |D − ψ(D)| with some matrix norm | . |. In particular,
|D − ψ(D)| = 0 if and only if D is an additive metric.
Let us now return to Assumption A and characterize distances that derive from
additive metrics in a simple manner:
Lemma 6. Let D be a metric distance matrix, let ψ be an a.m.-consistent function,
suppose ζ is invertible, increasing, and sub-additive, and let | . | be a matrix
norm. Then there is an additive distance matrix T with D = ζ(T) if and only if
|D − ζ(ψ(ζ −1 (D)))| = 0.
Proof. Invertibility of ζ implies that D = ζ(T) is equivalent to T = ζ −1 (D). Now
T = ψ(T) = ψ(ζ −1 (D)) if and only if T is additive. Using invertibility of ζ again,
this is in turn equivalent to D = ζ(T) = ζ(ψ(ζ −1 (D))). Since the matrix norm
| . | vanishes only for the 0-matrix, the Lemma follows.
Lemma 6 immediately suggests to search for ζ by minimizing the error functional
∆(ζ) := |D − ζ(ψ(ζ −1 (D)))|

(3.4)

By Lemma 6, D derives from an additive metric if and only if a ζ with ∆(ζ) = 0
exists. Otherwise, we obtain an approximately additive source metric ζ −1 (D) that
then serves as the best available input for phylogenetic reconstruction. In this case
the values of ∆(ζ) as well as the estimate ζ −1 (D) that is found by minimizing
∆(ζ) will in general depend on both the a.m.-consistent function ψ and the matrix
norm | . |.
As a proof of principle, a first step is to produce an artificial distance matrix D
by transforming distance of a randomly generated tree with 100 leaves using the
Jukes-Kantor rule (Jukes and Cantor, 1969) corresponding to a 4-letter alphabet
and scaling the mutation rate such that back-mutations play a role but distances
are not completely saturated. Then assume that the measured data might depend
on the unknown additive scale via a stretched exponential transformation of the
form
ζ(t) := a(1 − exp(−b tc ))
(3.5)
with unknown parameters a, b, and c. Fig. 8(top) shows that the correct values of
a = 3/4 and c = 1 can be inferred by using Eq. (3.4) to minimize the discrepancy
∆(ζ).
In Fig. 8 we considered distance data generated from an additive tree using a transformation of the form Eq. (3.5), which has the inverse ζ −1 (u) =
1/c
(−(1/b) ln(1 − u/a)) , with parameters a, b, c fixed a some values a0 , b0 , c0 ,
which we pretend not to know. Transforming them with ζ −1 with the correct value
a0 but arbitrary choices of b and c yields transformed distances
r
c b0 c0 /c
−1
q = ζb,c (ζb0 ,c0 (t)) =
t
(3.6)
b
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Figure 8: Empirical estimation of a transformation ζ. Top: The relevant parameters a
and c of the stretched exponential transform Eq. (3.5) can be estimated with the help of
Eq. (3.4). Plotting ln(1 + ∆(ζ)) to obtain a more informative color scale as a function of
the parameters a and c in Eq. (3.5) shows that the minimal discrepancy is indeed found
at the theoretical values a = 3/4 and c = 1 used to generate the transformed distance
matrix D corresponding to a tree with 100 leaves. Below: The two small panels show
the effect of increasing levels of measurement noise (left:  = 0.1, right:  = 0.2, see
Appendix B for details).
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The coefficients b0 and b appear only in the multiplicative factor (b0 /b)1/c and this
does not affect additivity of the metric because the function ψ must satisfy ψ(gT) =
gψ(T) for input matrices close to T that are almost additive. It follows that the
scaling factor b0 of the time axis cannot be inferred by minimizing the discrepancy in
Eq. (3.4). This does not matter for phylogenetic reconstruction, however, because
the scaled distance matrix gT corresponds to the same phylogenetic tree as T.
In contrast, choosing an exponent c 6= c0 causes a non-linear distortion and thus
causes a non-zero discrepancy in data. It is also easy to see that any choice of
a 6= a0 also causes a non-zero discrepancy, and hence a can be inferred.
In order construct a data set with tunable levels of sampling error we used
the tree T as “scaffold” to simulate the evolution of 4-letter sequences of length
N = 10000 for 100 time units with an per site substitution rate of µ = 0.007.
Denote by DH the empirically determined scaled Hamming distances for a particular
instance of the simulated sequences. By construction, the expected distance matrix
for this model is D∗ = ζ(T) with a = 3/4 and c = 1. Hence the sampling
variance can be tuned by using linear combinations of D∗ and DH . We used
convex combinations of the form D = (1 − )D∗ + DH . Note that the limit  → 0
corresponds to sequences of infinite length, which allow an arbitrarily accurate
estimation of the expected distances.
Real-life distance data of course are not perfectly additive. Therefore, sequence
data is simulated by introducing substitutions independently at each sequence
position according to a first order Markov process along all edges of a given
phylogenetic tree. In order to tune the level of noise we considered different linear
combinations of the theoretical and the simulated data, see Appendix B for details.
One finding is that the estimation of ζ via Eq. (3.4) works well for small levels of
sampling noise. For large noise levels, however, there are systematic biases. These
appear to depend strongly on the choice of the matrix norm | . |. Clearly, a better
understanding of the numerical problems associated with this inference problem
will be necessary before the conceptually simple workflow proposed here can be
applied to real life data.

3.5

Discussion and Conclusions

It has been realized already in the early days of computational phylogenetics that
suitable transformation of distance data, e.g. using the Jukes-Cantor transformation,
can increase the additivity and thus conceivably improve the quality of phylogenetic
reconstructions (Vach, 1992). A main insight in this chapter is that it is, at least in
principle, possible to infer the correct distance transformation from the measured
data only. As a consequence, the correct inference of phylogenetic relationships is
possible not only for additive distances but also for the large class of distances that
arise from additive metrics with a monotonic metric-preserving function.
At the same time, our results suggest that there are limits to phylogenetic
inference. Whenever the available data cannot be transformed into an additive
metric (at least approximately, i.e., up to measurement noise), there seems little
hope to justify the interpretation of the results of hierarchical clustering (which of
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course can be performed on any kind of distance or similarity data) as a phylogeny. It
is important to note, however, that our discussion has focused on metric-preserving
functions, i.e., “uniform” transformations of the distance data. It is entirely possible
to employ more general schemes that further extend the realm of phylogenetically
meaningful data. For instance, the results of section 3.3 show that for data
comprising multiple types of descriptors, distances extracted from from the different
subclasses c can be transformed with different functions ζc . Such an approach
might even be useful to distinguish phylogenetically informative from problematic
classes of features.
On a more conceptual level, our results show that detailed mechanistic models
of the underlying evolutionary process are not logically necessary for phylogenetic
inference. It is, in fact, sufficient that the measured distance data can be transformed
to an additive metric by means of a monotonic metric-preserving function. This is
not to say that a mechanistic understanding of the process is not useful or desirable.
After all, a mechanistic model will, at the very least, typically imply the functional
form of the transformation function ζ. The inference of ζ from real world data
remains an important open problem. The issue to be explored is not only the
limiting effect of measurement noise and inherent deviations from additivity due to
horizontal gene transfer, incomplete lineage sorting, etc., but also numerical issues
such as the fact that, in large trees, a substantial fraction of all pairwise distances
takes values very close to the diameter of the tree. This seems to cause a particular
susceptibility to measurement noise. Systematic simulation studies well beyond the
scope of this thesis will be required to address this issues.
A potential alternative to Eq. (3.4) is the minimization of some measure of
tree-likeness for the transformed matrix ζ −1 (D). Attractive candidates are the
corresponding parameters of Statistical Geometry (Eigen, Winkler-Oswatitsch, and
Dress, 1988; Nieselt-Struwe, 1997) and the related “δ-plots” advocated by Holland
et al. (2002). It is not obvious, however, how these measures react to the changes
of scale invariably introduced by ζ. This issue does not arise in the context of
Eq. (3.4) because the effects cancels due to the appearance of both ζ −1 and ζ.
It is interesting to note that our results also provide an a posteriori explanation for
the observation that alignment free methods work best in phylogenetic applications
when the distances correlate well with alignment-based distances (Haubold et al.,
2009; Morgenstern, Schöbel, and Leimeister, 2017; Thankachan et al., 2017). It
will be interesting to see whether other types of distances, such as compression
distances (Kocsor et al., 2006; Penner, Grassberger, and Paczuski, 2011) admit a
transformation that makes them approximately additive.
Finally, several mathematical questions arise naturally from the results presented
here. First, the question arises whether it is possible to replace condition (m1)
by weaker requirements, such as (m0)? Even more generally, to what extent can
arbitrary rate variations be accommodated? It is of course known that they are
harmless in an underlying additive metric – but is the most general distortion that
can be accommodated? Complementarily, it will be of interest to characterize
the functions that preserve circular (Kalmanson, 1975) and weakly decomposable
metrics (Bandelt and Dress, 1992), respectively.
While metrics are still a valid way to score relationship between biological
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sequences, there are settings in which they cannot be used. Among them we find
the case of word alignments in historical linguistics. Opposed to mutation processes
in biology which more or less freely mutate forth and back, we will find that changes
in words follow a gradient. In the following chapter we find a method how to still
correctly compare words.
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Chapter 4. On Language Evolution
As mentioned earlier, the theory behind evolution of "copying with errors" does not
only apply to biology but might be a general mechanism in most if not all regular
historical processes. Language evolution is no exception and can, thus, be studied
in a similar manner.
While it is certainly possible to assign (dis)similarity measures to well chosen
characters in language evolution, this chapter focuses on alignment of words
and shows possibilities of studying language relationships. It first starts out by
introducing selected existing aligners (4.1). Section 4.1.2 then introduces the
alignment algorithm used in the remainder of this chapter. In order to test its
implementation jAlign, two datasets are presented in section 4.1.3 followed by a
similarity measure which lies at the heart of the bigram scoring of characters (4.2).
Since jAlign should be applicable to any kind of transcription system, we test
this theory in section 4.3. Then a cognate recognition task (4.4) and a possible
shortcoming of this method (4.5) are reviewed.

4.1

Alignments in Historical Linguistics

Comparative methods are not only known in biology (some of them were introduced
in section 1.5) but also have a long standing history in comparative linguistics.
Therefore, this section briefly presents selected alignment methods in chronological order that have been developed for historical linguistics purposes and before
introducing a new alignment algorithm in section 4.1.2.

4.1.1

Previous Work

ALINE
Over the decades of historical linguistic studies there have been many aligners.
Probably, one of the most popular ones is the ALINE (Kondrak, 2000). In general,
ALINE is a local aligner which does not only allow scoring of unigrams, i.e. single
letters, but also bigrams, i.e. two adjacent characters. Hence, it is possible to
model contractions and expansions without specifically score insertions as well as
deletions with gap penalties.
Its scoring model is an extension of a simpler one (Covington, 1996) which
originally only distinguishes between vowels, consonants and glides (semivowels)
while keeping linear gap costs. Comparing the results of Covington (1996) and
Kondrak (2000), disregarding pre- and suffixes plus including a more fine grained
algebra improved the overall performance.
LingPy
A rather recent toolkit is LingPy (J.-M. List and Moran, 2013) which works on
standard input formats. As a first step, it transcribes the input into International
Phonetic Alphabet (IPA) strings which are then aligned in a pairwise or multiple sequence alignment. The phonetic characters are compared based on their assignment

Chapter 4. On Language Evolution

55

to very fine-grained sound classes. Furthermore, it holds an option for automated
cognate as well as borrowing detection.
Yet, less well studied languages often do not offer an IPA transcription of the
word lists and can thus not be studied using this framework.
Multiple Sequence Alignments
In Steiner, Stadler, and Cysouw (2011), the authors tried to avoid that pitfall and
are basing their multiple sequence alignments on orthographic data. The starting
point for the comparisons is formed by a crude initial scoring that favors alignments
of vowels over consonants. While the difference in the actual score is not massive
this contradicts the fact that vowels evolve more rapidly than consonants.
Based on an initial alignment with this crude scoring model, log-odds substitution
scores (Altschul, Wootton, et al., 2010) are learnt from the alignments. Yet, there
is no significant improvement after the second iteration. The alignment itself is an
extension to the 3- or 4-way of ALINE (Kondrak, 2000).

4.1.2

Bigram Alignment

In the remainder of this chapter, we will use a bigram alignment algorithm. It
basically is an extension of the Needleman Wunsch algorithm (Needleman and
Wunsch, 1970; see 1.5.3) that considers two adjacent characters called bigrams of
strings as opposed to only unigrams, i.e. a single character, for themselves.

Mi,j

Di,j

Ii,j



Mi−1,j−1 + score(X1 (i − 1)X1 (i), X2 (j − 1)X2 (j)),
= max Di−1,j−1 + score(−X1 (i), X2 (j − 1)X2 (j)),


Ii−1,j−1 + score(X1 (i − 1)X1 (i), −X2 (j))}


Mi−1,j + score(X1 (i − 1)X1 (i), X2 (j)−),
= max Di−1,j + score(X1 (i − 1)X1 (i), −−),


Ii−1,j + score(−X1 (i), X2 (j)−)}


Mi,j−1 + score(−X1 (i), X2 (j − 1)X2 (j)),
= max Di,j−1 + score(X1 (i)−, −X2 (j)),


Ii,j−1 + score(−−, X2 (j − 1)X2 (j))}

(4.1)

As Kondrak (2000) and Steiner, Stadler, and Cysouw (2011) show it sometimes
is feasible to have at least a 1 : 2 matching. In order to map all possible grapheme
encodings an algorithm and its algebra would have to capture these. Graphemes
are orthographic characters that represent a phonemic one such as /sch/ (German)
or /sh/ (English) both encoding [ s ]. Depending on their context, graphemes
are modulated by adjacent orthographic characters. A simple alignment algorithm
would not capture that information because it is only capable to handle unigram to
unigram (1 : 1) correspondences.
Bigram alignments are a reasonable first step towards the problem of what is
easily extracted from the data and in return can also be handled in by algorithm.
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For example it holds the option of correctly scoring regularly occurring indels, e.g.
epenthesis of /e/ at the beginning of words that would usually start with /s/
followed by a consonant in the language tree. This task solely done by the algebra,
i.e. the result of score(.). For more detail see section 4.2.3.
Among other alignment modes such as Needleman-Wunsch (section 1.5.3) for
the pre-alignment and Smith-Waterman (section 1.5.4) for arbitrary strings and
scoring schemes, this algorithm was implemented in the Java framework jAlign
and is available on GitHub.1

4.1.3

Databases

Before going into detail about theory and training of the bigram model (see 4.2),
the databases used throughout this chapter are presented.
Intercontinental Dictionary Series
In order to point out the potential of alignment approaches I downloaded word list
data from the Intercontinental Dictionary Series (IDS) (IDS 2015). Instead of the
IDS data, any word list data could in principle be used.
The IDS word lists are currently available for 329 languages. The set of languages
is regularly extended. The written form of the entries varies across the languages.
For most languages, a phonemic-style transcription using IPA, Americanist, or
extended Cyrillic traditions is used. For others an established orthography is used.
All the word lists are kept in the same format, and the organization is based on
Buck’s dictionary (Buck, 1949) which was topically subdivided into 23 chapters and
had in total about 1200 potential lexeme entries for each word list. The IDS revised
the chapter structure such that the IDS word lists have potentially 22 chapters and
in total 1310 potential entries (or more, since multiple synonyms are allowed for a
single term if it is difficult to elicit one perfect equivalent for the general meaning
of the entry). Entries for which no word exists in a language are left blank for this
language. Chapters are semantic groups such as "The physical world" (chapter 1) or
"Emotions and values" (chapter 16). Each entry is assigned to exactly one chapter.
Lexemes within each chapter are roughly sorted by their semantics, with semantic
concepts assigned identifiers of the form "chapter-meaning-language-lexeme".
Indo-European Lexical Cognacy Database
Similar to IDS the languages available from Indo-European Lexical Cognacy
Database (IELex) (IELex 2012) can be presented as word lists. Yet it is better
known for its 5013 cognate sets across 163 Indo-European languages which can
be used as a benchmark dataset for cognate recognition tasks. The lexemes
listed are represented in orthographic transcription sometimes even in phonetically
independent of their presentation in a languages word list or a specific cognate
class. Since the IPA transcriptions were not always available, only the orthographic
versions were obtained.
1 https://github.com/Nunca131/Alignments
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Table 2 lists the languages that could be unambiguously identified in both
databases together with their number of entries in each database. It is obvious that
IDS contains many more lexeme entries than IELex.
Nevertheless, it is difficult to overemphasize the importance of carefully curated
data sets that are accurate, reliable, uniformly transcribed, and correctly glossed.
Such cleaning of data and making them digitally accessible needs specialized
linguistic knowledge and is time intensive. One may argue that one can avoid this
step because pattern-free isolated errors in data are unlikely to confound major
results. This would, however, be a mistake when the computation is expected to
produce fine-grained results or is dealing with weak signals. This is the case, for
example, when one is interested in time depths at the limit of resolution of these
methods, or when many threads of intense areal contacts need to be disentangled
from each other and from vertical transmission. In what follows, we will always
assume that the data has been curated to the degree appropriate for the resolution
required of the results, and comparable encodings of the wordlists and similar
meaning assignments are used consistently.

4.2

Scoring of Bigram Alignments

At the heart of every scoring lies the idea of comparable entities in the best case
their more fine-grained characteristics can be compared. In evolutionary studies
the entities and thus their respective characters have common ancestry. If the
measurable divergence time does not date back too far, i.e. the changes that
occurred in the meantime are not too drastic, it is possible to detect the relationship
and quantify it.
In the specific case for languages this has been termed the Anti-Babelic Principle
(Gianollo, Guardiano, and Longobardi, 2008), i.e. it is possible to detect those
relationships that are either due shared history or convergent evolution, i.e. to
characters show similarity by chance such as the wings of birds and bats. As for
now it is not possible to detect and reject similarities that occur by chance.
The studies presented in this chapter are all based on quantifyable relationships
for similar lexemes. We follow the steps taken by Block Substitution Matrix
(BLOSUM) and start with an initial alignment. Since we do not have an extensive
dataset of cognate words and do not wish to train on the test data, we use IDSs
structure and assume that most regularly occurring cognates are listed under the
same meaning in different languages.
This forms a starting point for calculating log-odds scores and using those in
return to calculate new alignments in 4 iterations. At the end of this section we
evaluate the gain of this method.

4.2.1

Pre-Alignment

The training routine starts out form initial alignments that are based on a simple
distinction of consonants, vowels, and a third class containing semi-vowels and
liquids. Each character is grouped into these major subclasses but might also be
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Table 2: Overlapping languages of IDS and IELex with families of at least 5 languages.
The IDS encoding variants are: Orth = Standard Orthography, Phon = Phonetic, Cyril
= Cyrillic Transcription, Latin = Latin Transcription, StOrthTone = Mix of Standard
Orthography and Tone. IDS accessed: Nov 4, 2018. IELex accessed: Nov 11, 2018.

Transcription
in IDS
Bulgarian
Phon
Czech
Orth
Latvian
Orth
Lithuanian
StOrthTone
Old Church Slavonic Phon
Old Prussian
Orth
Polish
Orth
Russian
Phon
Breton
Phon
Irish
Orth
Old Irish
Orth
Welsh
Orth
Danish
Orth
Dutch
Orth
English
Orth
German
Orth
Gothic
Orth
Old English
Orth
Old High German
Orth
Old Norse
Orth
Swedish
Orth
Avestan
Phon
Bengali
Phon
Hindi
Phon
Marathi
Phon
Nepali
Phon
Ossetic
Cyril
Persian
Phon
Romani
Phon
Sanskrit
Latin
Catalan
Orth
French
Orth
Italian
Orth
Latin
Orth
Portuguese
Orth
Romanian
Orth
Spanish
Phon

Language Family Language
Balto-Slavic

Celtic

Germanic

Indo-Iranian

Italic

Number of Entries in
IDS
IELex
2000
217
1802
223
1689
248
1915
244
1207
228
582
184
2000
223
1692
213
1765
288
2000
313
1353
312
2000
266
1557
264
1729
266
1551
210
1898
220
999
240
2000
248
2000
267
1442
339
2000
304
839
212
1378
230
1628
234
1590
277
1098
269
2000
230
1519
213
1659
200
2000
295
1540
302
1638
210
1539
228
1925
242
1574
269
1229
261
1758
249
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Table 3: Similarity score table for the pre-alignment. Highlighted scores are those
for characters of the same equivalence class. For example score(”d”, ”δ”) = 4 as
/d/ (Latin alphabet) and /δ/ (Greek alphabet) are both encodings for [ d ] whereas
score(”d”, ”κ”) = 0.

Consonant Vowel Semivowel
Consonant
4/0
−∞
-1
Vowel
−∞
2/0
-1
Semivowel
-1
-1
3/-1

contained in an equivalence class following a suggestion of Christian Höner zu
Siederdissen.2 To some extend this emulates the behavior of a sound class aligner
such as LingPy (J.-M. List and Moran, 2013).
Dong so we obtained a scoring system that distinguishes between higher order
classes and more fine grained similar "as-sound-encoded characters". As can be
seen from Tab. 3 matching consonants is the first choice and can therefore be
seen as an implementation of a suggestion by Starostin (2008): as consonants do
not evolve as fast vowels do they should be prioritized in the form of a consonant
skeleton where the vowels are then fitted in later.

4.2.2

Log-odds Scores for Bigram Alignment

In the context of bioinformatics there are well established scoring schemes as shown
in section 1.5.2. Here the basic units (see Tab. 1) are limited by well understood
characters usually ranging from 4 nucleotides to 20 amino acids. When it comes to
words the easiest way would be to take phonology into account (Kondrak, 2000;
J.-M. List and Moran, 2013). Reality on the other hand looks somewhat different:
only few languages actually do have phonological word lists.
Moreover, one major difference in historical linguistics is the gradual changes
in language evolution. It follows immediately that a scoring system cannot be a
metric as the symmetry relation would oppose regular occurring sound shifts. An
example would be the shift from [p] as in padre (Spanish) or pater (Latin) to [f] as
in vader (Dutch) or father (English) but not the other way around.
Considering words you will find that for orthography different languages use
different encodings of their phonology where in the simplest case the alphabet would
be the same. Yet, this does not even hold for Indo-European languages. Thus, we
aimed at not being restricted to one mutual alphabet since even for closely related
languages this might vary depending on the preference of the curator (see Tab. 2
in the column "transcription").
In order to perform the bigram alignment presented in section 4.1.2 scores have
to be trained. Therefore the idea behind BLOSUM is redefined for this purpose.
2 https://github.com/choener/NaturalLanguageAlphabets/blob/master/scoring/
simpleunigram.score
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Recall that Mutual Information (MI) or log-odd scores (section 1.5.2) was defined
as

log

p(α, β)
p(α)p(β)



Originally, α and β are representing 1 : 1 character correspondences. This is
somewhat similar to the definition of Tiedemann (1999). Since there were arbitrary
lengths of n-grams possible he multiplied them with the number of characters that
were aligned in the training dataset.
While this map works perfectly for biological characters, it is worth considering
some features of languages especially when it comes to orthographically written
data. Generally speaking orthography is a system that represents phonetics to
a large extend. The most desirable state would be a 1 : 1 correspondence with
one letter encoding one phoneme. Yet recalling the example of the orthographic
representation of [ s ] from above this does not always hold.

4.2.3

Training of the Scoring Model

Starting from the simple pre-alignment of lexemes with similar meaning, bigram
log-odd scores can be calculated. Fixing the meaning reduces noise in the data and
enriches cognate pairs making it possible to actually extract meaningful bigram
correspondences. It also allows finding regular occurring indels and introducing
gap-characters into the scoring system as legal character which does not necessarily
have to be penalized. As an example see Fig. 9 for porto (Portuguese) and puerto
(Spanish) both translating harbor or port. Thus, their meaning identifier is similar
except for the language key. All same meaning lexemes are aligned using the simple
scoring scheme mentioned in section 4.2.1.
In order to not overweight characters in the middle of a lexeme "ˆ" at the start
and "$" at the end of a lexeme are attached. This serves as input of the first
iteration of training. The obtained bigram log-odds scores are then used to perform
an alignment (section 4.1.2). Afterwards, further iterations of training and aligning
can follow, taking the previous alignments as input. The whole workflow is depicted
in Fig. 9.
Steiner, Stadler, and Cysouw (2011) found that two iterations of training already
lead to significant improvement. In our case the improvement lies in the separation
of "good" and "bad" alignment scores. Figure 12 shows examples of an alignment
score distributions for similar meaning alignments. Usually, the scores obtained
show a bimodal curve where the larger left peak depicts alignments of non-cognates,
i.e. noise, whereas the right part most likely contains cognate candidates. Thus,
the overall distribution is an admixture of two underlying distributions which can
be learnt from the data.
Kondrak (2009) argues, that the score distribution would be similar to βdistributions. While this holds true for results obtained from ALINE, the alignments
calculated by jAlign are not constrained to a [0, 1] range. Moreover, a reduction to
that range might result in barely detectable differences in the following experiment:
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Figure 9: Overview on training of and aligning with bigram log-odds scores (bLOS).
Starting from IDS data, lexemes of similar meanings are aligned with a simple scoring
model. The obtained pre-alignment is then taken as input for training of bLOS and
the subsequent bigram alignment. The process of training bLOS and using those in an
additional alignment can be repeated arbitrarily often.

We use mixtools (Benaglia et al., 2009) for estimating the two underlying
normal distributions of scores. The left distribution N1 (λ1 , µ1 , σ1 ) depicts scores
of bad or noisy alignments whereas the right distribution N2 (λ2 , µ2 , σ2 ) most likely
contains scores of a word alignment of two cognates. All of these factors are
estimated throughout all language families for the different alignment runs. Here,
the pre-alignment is shown with 0. While there is no obvious improvement for µ
and the admixing factor λ, the standard variation σ shows significant differences
shown in Tab. (4). It is obvious that any training after the second round does not
improve the scores for same meaning pairs any further. Therefore, this round of
alignment is used for the cognate candidate search.
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Table 4: Comparison of p-values for estimated σ in different training iterations. The
smallest value that can be calculated by the T-test in R is < 2.2e − 16. 0 represents the
pre-alignment and, hence, the first row presents all p-values from the pre-alignment to
any succeeding iteration.

iterations
1
2
3
4
−16
−16
−16
−16
0
< 2.2 × 10
< 2.2 × 10
< 2.2 × 10
< 2.2 × 10
1
0.009184
0.002353
0.00349
2
0.7047
0.784
3
0.9164

4.3

Encoding Stability in Cognate Recognition Tasks Using
jAlign

The ease with which sound similarities or regular correspondences can be discovered
depends on the encoding used to represent the sounds of the language. For
languages with a single dominant script, one can choose to use the established
orthographies; but this is often not an ideal representation. Scripts and languages are
often inherited from different sources, and orthography often encodes orthographic
history, in addition to current distinctions. It also frequently fails to indicate
important distinctions, or represents distinct sounds in ambiguous ways. Finally,
many writing systems do not directly encode the phonetics at all.
Using a fine-grained, subphonemic, transcription to represent the pronunciation
accurately brings its own set of problems. Phonetic detail plays a role not only in distinguishing different words, but also to signal emotions, status and ethnicity. These
differences lead to individual speech variations much of which can be represented in
a sufficiently fine grained phonetic markup. Linguistically, however, the sounds that
we are often interested in analyzing are the ones that contrast different lexical items.
The overloading of the phonetic medium for carrying both linguistic meaning and
extra-linguistic signals, and lack of strong constraints from an underlying physical
substrate, naturally leads to a virtualization (Doyle and Csete, 2011), where the
perceptual tokens map onto speech sounds in a labile but rule-directed fashion.
Since these tokens, or phonemes, are the linguistic building blocks for lexical items,
a word list encoding only the phonemic structure can retain the linguistically salient
sound differences removing the less useful variation. A phonemic transcription is
also useful in erasing allophonic phonetic differences that are completely predictable
from neighboring phonetic structure. Such a structure also has the advantage of
making similarities and regularities across languages easier to detect.
Of course, we can argue that the different sound values carried by each phoneme
in closely related languages also provides information that can be used to measure
the amount of divergence between the languages. Analysis of such data sets based
on similarity alone is often difficult, without projecting to a representation that
erases small but frequent phonetic shifts. On the other hand, if the data set is large
enough to parameterize a sound change model and evaluate its goodness of fit, the
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information in such fine grained data can be properly used.
In summary, to find the relations at a certain depth, it is useful to encode the
sounds in a system that erases distributional distinctions that are important at
a shorter time scale but preserve slowly varying features that are useful for the
classification.
Method and Results
To demonstrate that effects of different encodings is small we consider two examples.
First we test the effect of minor inconsistencies between transcription systems. To
this end we selected Mocoví and Pilagá, two Guaycuruan languages and artificially
introduced some changes that mimic different interpretations of phonemes. We
used the original data of Mocoví from the IDS database and replaced [i] by [e],
[k] by [c], and exchanged [a] and [o]. Thus, while in the initial encoding [a] of
Mocoví and [a] of Pilagá were likely the same sound, in the artificially recoded data
this is not longer the case. In addition we have erased the difference between [k]
and [c], and [i] and [e], respectively. We prepared two data sets. One data set
contains Pilagá and the Mocoví in the encoding provided by the IDS. The other
data set contains Pilagá and the artificially recoded wordlist of Mocoví. For both
data sets, we trained a bigram-model as described above and obtained pairwise
alignments with the trained bigram-model. It is important to note that the score
values are not directly comparable between different data sets. We therefore used
permutation tests on each data set to obtain the score-cutoff that corresponds to
an False Discovery Rate (FDR) of 10% and used these score cutoff values to make
the cognates assignments for each dataset. Then we compared the results between
the native and the artificially recoded set. We found that 97% of the cognate pairs
computationally proposed in the data with of the encodings are also identified in
the other one (see Fig. 10a), suggesting that the computational machinery is largely
unaffected by details of the encoding.
The second example was chosen to show that even drastic changes in the
encoding have only very moderate effects on the alignments and the subsequent
cognate identifications. To this end we use two different transcriptions of the IDS
wordlist of Tsez Mokok. One uses an IPA-like transcription and the other one
uses a Cyrillic encoding. The wordlist were obtained from different versions of
the IDS. Thus we removed all entries that are available in only one of the two
transcriptions. Again, we prepared two data sets, Tsez Mokok and Tsez Sagadin in
Cyrillic transcription and Tsez Mokok in the IPA-like transcription and Tsez Sagadin
in Cyrillic transcription. As for the artificial example, we trained a bigram-model
and used a permutation test to find a score-cutoff corresponding to a FDR 10% to
produce a cognate judgments for both data sets (see Fig. 10b). Most of the cognates
were found independently of the encoding (76%). Using the same encoding, i.e.
Cyrillic transcription for both wordlists, yields additional 16% cognates that were
missed when different encoding were used for the two wordlists. For this experiment
we used only one iteration to train our bigram-model. The ability to detect cognates
based on the alignment score would likely increase when running multiple iterations.
No attempt was made to check whether the transcriptions are self-consistent,
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Cyrillic transcription

IPA-like transcription

219

(a)

(b)

Figure 10: Overlap between the pairwise cognates: (a) Pilagá and Mocoví and Pilagá and
the re-encoded wordlist of Mocoví. 97.2% of the cognate pairs are found in independently
of the encoding. Reducing the FDR to 0.001, 97.5% of the pairs are found independently
of the encoding. (b) Tsez Mokok (IPA-like and Cyrillic transcription) and Tsez Sagadin
(Cyrillic transcription).

i.e. whether different signs were used to encode the same sound within a given
transcription. We also note the some noise in these data arises from differences in
the entries such as alternative suffixes or prefixes which are sometimes provided
within parentheses instead as an separate entry.

Discussion
These experiments demonstrate that automated cognate detection is very robust
against small differences in the encoding used for the word list and thus tolerates
occasional errors in the data. In our "easy" example we found a residual level of
about 3% discrepancies, which is small enough to be tolerated in further analysis.
Even for completely different encoding schemes that follow different traditions we
observe that the majority of cognate call is independent of the encoding scheme. It is
to be admitted, however, that these robustness results might change as one looks at
lists with substantially lower frequency of cognates, as expected for deeper families
or languages undergoing large amount of lexical replacement. Substantially different
encodings, furthermore, mostly lead to a loss of sensitivity, i.e. an underprediction
of cognates. In cases where the residual levels discrepancies might be problematic,
the automatically produced cognate calls provide at least a very good starting point
for further manual curation of cognate assignments. And, of course, there is the
possibility to choose a smaller FDR value to obtain a smaller but more accurate
set of cognate pairs. Naturally, these claims are subject to regularities that are
detectable at this level of representation, more likely to be found between languages
with a relatively recent common history. Deeper genealogical relations are discussed
on the basis of painstaking combinations of linguistic and historical knowledge, with
little or no surface regularities on which contemporary methods could hinge on (e.g.
Robbeets, 2005).
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4.4

Cognate Recognition

In the previous section we used a quantitative cognate recognition task to investigate
the behaviour of different encodings. While a qualitative cognate recognition task
lies in the hand of historical linguists, it is possible to use the data they gathered
thus far and combining both approaches.
For the overlapping language pairs present in both, Intercontinental Dictionary
Series (IDS) and Indo-European Lexical Cognacy Database (IELex), the sub-family
trees were obtained from Glottolog (Hammarström, Forkel, and Haspelmath, 2019)
and are shown Appendix B. Furthermore sub-families containing only a language
pair, e.g. Eastern and Western Armenian, were discarded.
Method and Results
The IDS data was used to train a scoring model for 2 iterations as suggested in
section 4.2.3 and aligned all lexemes of languages within a sub-family. Extracting
the same meaning alignments it is possible to estimate the underlying mixture
models with mixtools (Benaglia et al., 2009).
In Fig. 11 these admixtures are presented by the dash-dotted and dashed lines
for a selected pair of languages. The intersection of these both curves is taken
as a cut-off where all scores bigger than this threshold are considered cognate
candidates.
As a next step, all cognate sets are downloaded from IELex and their meaning
semi-automatically mapped to those from IDS. It would be favourable to have a
lexeme to lexeme mapping between both databases. Unfortunately, the different
encodings hinder such an undertaking. Thus, we assume that a filter for meanings
would result in an indirect search for the lexemes under investigation. The density
of thereby obtained alignment scores are plotted with a solid line in Fig. 11.
Discussion
From Fig. 11 we can see that even though the training was done on the IDS data
resulting amount of not cognate lexeme pairs the estimation of "good" alignments
(dashed line) overlaps with the biggest peak of recovered cognates (solid line).
Therefore, we can assume that such an estimation of the mixtures might drastically
improve the amount of automatically found cognate pairs.
It is possible to incorporate such an estimation of good scores in the current
score training. Yet the amount of false negatives, i.e. not detectable cognate pairs,
which would be dismissed is not apparent at this stage with only little hand curated
data. While this approach is still mostly automatically, a qualitative follow-up
experiment done by a linguist might reveal further insights to this approach.

4.5

Length-Dependency in Word Alignments

In the previous section we saw a bimodal distribution of alignment scores but often
the peaks are not clearly distinguishable. Thus, we will investigate how the length
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Close Relationship

(a) Portuguese and Spanish (b) Latvian and Lithuanian

(c) Irish and Old Irish

Moderate Relation within a Sub-Family

(d) Catalan and Italian

(e) Polish and Russian

(f) Dutch and OH German

Distant Relationship within a Sub-Family

(g) Latin and Portuguese

(h) Czech and Old Prussian

(i) Avestan and Hindi

Figure 11: Comparison of selected language pairs of major sub-families in the IndoEuropean family (see Tab. 2). While close relationship was defined as sister languages in
Glottolog, moderate and distant relationships were considered as those pairs that have their
last common ancestor farther up the tree (moderate) or even the root of this sub-family
(distant). The plots themselves show the estimated model for good (dashed line) and
"bad" scores (dashed-dotted) in contrast to the distribution of found cognate lexeme pairs
(solid line).

Chapter 4. On Language Evolution
of alignments influences the score distribution.
Methods
Similar to the previous section, we train a scoring model and calculate alignments.
As the ultimate goal will be to distinguish alignment scores of cognate lexemes
from those containing no evolutionary signal, i.e. lexemes that are not related, we
only investigate similar meaning lexeme pairs since these should at least contain a
significant amount of cognates.
Afterwards, alignment scores of same length alignments are plotted and their
underlying mixtures estimated using Benaglia et al. (2009). Again, the bimodal
curve is clearly visible such that a left peak depicts alignments with a "bad" score,
i.e. alignments of lexemes without any evolutionary background. On the right
hand side of the plot, a second peak is observable containing alignment scores of
words that are most likely evolutionary related (see e.g. Fig. 12 (c)). Such a score
distribution should split into these two mixture distributions if the evolutionary
signal detected in the scoring model it good enough to overlay noise in the data.
While it is possible to perform this experiment for an arbitrary set of languages,
we restrict ourselves to French, Portuguese, and Spanish showing plots for alignments
of length 5, 10, and 15.
Results and Discussion
Looking at the normalized alignment scores for each pair of languages in Fig. 12,
it can be easily seen that no clear distinction between noise and cognates can be
made except for Portuguese and Spanish since they are closely related. It is still
possible to guess a cut-off score but for a fully automated approach, the mixture
distributions also do not seem right. This might be due to the fact, that the
left part of the distribution contains more alignments and, therefor, the density is
higher in this part. As the next step when the densities of the two components are
estimated, the density on at the right side is mistakenly shifted to the left side.
Turning to alignments of length 5 in Fig. 13, the estimate for noise in French
and both, Portuguese (Fig. 13 (a)) and Spanish (Fig. 13 (b)), seem shifted. Here,
the same problem occurs as explained above vice versa. Portuguese and Spanish
show a clearer distinction between both peaks such that the mixtures are estimated
perfectly even though it seems like there are three peaks (Fig. 13 (c)).
Even though mixture models might not seem convincing to this point, it shows
its clear advantage while looking at alignments of length 10 (Fig. 14). Again the
alignments of French and Portuguese (Fig. 14 (a)) as well as French and Spanish
(Fig. 14 (b)) seem problematic considering only the histograms. In both figures, it
is obvious that a clear separation between noise and cognates is mostly impossible.
The only thing noticeable is the bulge on the right side – an indication of cognates.
Here, the estimates seem to improve the understanding of how the underlying
distributions could look like and even a cut-off at the intersection of both curves
can be chosen. On the other hand, the alignments in Portuguese and Spanish
(Fig. 14 (c)) appear to be no problem again.
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Figure 12: All alignment scores with same meaning and their estimated mixture distributions. The solid line is the underlying score distribution while the dashed and dash-dotted
lines depict the estimated mixtures.
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Figure 13: Alignment scores of length 5 with same meaning and their estimated mixture
distributions. The solid line is the underlying score distribution while the dashed and
dash-dotted lines depict the estimated mixtures.

At last, alignments of length 15 are considered (Figs. 15). In contrast to the
previously discussed alignment lengths and their respective distribution, French and
any of the other languages (Fig. 15 (a) and (b) appear to be less problematic this
time. On the contrary the alignments of Portuguese and Spanish (Fig. 15 (c)):
either both components have merged in which case the mixture model estimated
correctly or only the small peak in the range of 2.5 − 3 contains relevant alignments.
When looking at the cut-off scores, on can see that they become worse when
increasing the alignment length. This happens due to the fact that longer words
or compound words might need more gaps or simply "mutate" more that shorter
words. Hence, an overall cut-off score should be dismissed and the cut-offs chosen
according to the length of an alignment in order to obtain a better cognate set.
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Figure 14: Alignment scores of length 10 with same meaning and their estimated mixture
distributions. The solid line is the underlying score distribution while the dashed and
dash-dotted lines depict the estimated mixtures.
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Figure 15: Alignment scores of length 15 with same meaning and their estimated mixture
distributions. The solid line is the underlying score distribution while the dashed and
dash-dotted lines depict the estimated mixtures.

4.6

Discussion

In this chapter, we took methods from bioinformatics and adapted them to fit
historical linguistics means. After a successful training of bigram log-odds scores
and using them in a bigram aligner such as jAlign, a fully automatic take on
historical linguistics problems.
While the bigram approach might not lead to a perfect result, it is a first step
towards alignment of graphemes even though they have not been fully detected yet.
This is a problem which cannot be universally solved across languages to this date.
Applying mixture estimations already results in a large chunk of detectable
cognates even though a qualitative verification of the presented results remains
an open problem. Furthermore, including alignment lengths to that task seems to
drastically improve cognate detection.
One major obstacle that is mostly unique to languages is attaching affixes, i.e.
pre- and suffixes, to words and thereby changing its meaning or the word class, e.g.
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building nouns from verbs. Automatically catching these affixes is only possible for
the pairwise case using an aligner that follows the Smith-Waterman algorithm such
as ALINE (Kondrak, 2000) or some overhang alignment.
For the general case this remains an open problem as there was no theory for
glocal, i.e. global as well as local, multiple sequence alignments. The following
chapter closes this gap.
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Chapter 5. Partially Local Multi-Way Alignments
In the previous chapter, pairwise alignments in linguistics have been introduced. In
general, these alignments can be called two-way according to the number of string
or sequences to be aligned. As for multiple sequence alignments (MSAs) we can
say that they are N -way with N being the number of sequences. Furthermore, a
MSA is a rectangular arrangement of the characters that preserves the order of
characters in each string, see Fig. 16 for an example. The order of the strings (rows)
is arbitrary, while the columns preserve the order of the characters in the input
strings. Similarly to the two-way case, each sequence is stretched to a common
length by inserting gap characters in such a way that similarities between sequences
are maximized. The concept of (multiple) alignment generalizes from biological
sequences and string in general to sequences of arbitrary objects.
Global multiple alignments frequently appear as a key intermediate result in
computational biology. Fig. 16 shows an alignment of short amino acid sequences
from eleven different animal species. Algorithmic approaches to computing MSAs
typically are phrased as optimization problems: Given a scoring scheme for the
similarities observed across an alignment column, usually evaluated as the sum
of pairwise similarities of all pairs of characters (including gaps) in a column, the
objective is to maximize total similarity or minimize total dissimilarity. Several
variants of this problem have been shown to be NP-hard (Bonizzoni and Della
Vedova, 2001; Elias, 2006; Just, 2001; J. Kececioglu, 1993; Manthey, 2003; Wang
and Jiang, 1994). Multiple sequence alignments therefore are usually computed
with the help of heuristic approximation algorithms, see (Baichoo and Ouzounis,
2017) for a recent review.

5.1

Previous Work

Many of these methods rely on the exact solution of the 2-way alignment problems
for some or all of the N (N − 1)/2 pairs of input sequences, which can be computed
by means of a simple dynamic programming recursions known as introduced in
section 1.5. Several conceptually different approaches are used in practise to
combine the pairwise alignments to MSAs: Progressive approaches reuse pair wise
alignment algorithms to combine pairwise alignments usually in a tree-like fashion
(Hogeweg and Hesper, 1984). Many of the software packages that are widely used
in bioinformatics belong to this class, such as clustal (Sievers and Higgins, 2018),
mafft (Katoh and Standley, 2014), t-coffee (Notredame, Higgins, and Heringa,
2000). Iterative methods employ additional optimization steps to improve partial
alignments usually interleaved with a progressive scheme to add sequences or partial
alignments (Hirosawa et al., 1995; Wheeler and J. D. Kececioglu, 2007). An unusual
member of this class is dialign (Morgenstern, Frech, et al., 1998), which uses
near-perfect local seed alignments (Brudno et al., 2003). Consensus methods such
as M-COFFEE (Al Ait, Yamak, and Morgenstern, 2013) or MergeAlign (Collingridge
and Kelly, 2012) combine many — usually partially contradictory — alignments
using voting-like procedures.
The maximum weighted trace problem (J. Kececioglu, 1993) provides a combinatorial way to describe MSAs: given weights for pairs of positions i and j from
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Figure 16: Example of a multiple alignment of ELABELA protein sequences from N = 11
different vertebrate species. Each amino acid is represented by a single character, the
column-wise consensus is highlighted in color. Gaps are indicated by - signs as usual in
the bioinformatics literature.

distinct input sequences, the problem is to extract a subset with maximal total
weight that forms a so-called trace. In essence, a trace (Sankoff and Kruskal,
1983) represents the matches and mismatches in the MSA. The maximum weighted
trace problem serves as a convenient framework for consensus methods. The trace
framework is limited to relatively simple scoring models and gaps usually are not
scored at all. Practical solutions are often based on integer linear programming
(J. D. Kececioglu et al., 2000), which also makes it possible to include arbitrary
gap scores.
Many authors have used general optimization methods such as genetic algorithms
or simulated annealing (Chowdhurya and Garaib, 2017), which allow essentially
arbitrary scoring models. Exact solutions for N -way alignments with a wide range
of scoring models can be obtained by a straightforward generalization of the
Needleman-Wunsch algorithm, albeit with space and time requirements scaling
exponentially with the number sequences N (Carrillo and Lipman, 1988). In this
chapter we focus on this class, mostly for ease of presentation.
The identification of conserved sequence elements, such as clusters of transcription factor binding sites or splice enhancers, has become a key task in comparative
genomics, often referred to as phylogenetic footprinting. It can be formalized as
a local multiple alignment problem (Margulies et al., 2003; Zhang and Gerstein,
2003). In Otto, Stadler, and S. J. Prohaska (2011) and S. Prohaska et al. (2004),
they considered the problem of combining pre-computed local pairwise alignments
to a single local MSA using a consistency approach similar to Corel, Pitschi, and
Morgenstern (2010) and Morgenstern, Stoye, and Dress (1999). Alternatively,
phylogenetic footprinting can be viewed as a motif discovery task, as in meme
(Bailey et al., 2006), which required motives to match without gaps. The Substring
Parsimony Problem (Blanchette, Schwikowski, and Tompa, 2002; Blanchette and
Tompa, 2003; Shigemizu and Maruyama, 2004) formalizes a more general model
that also allows gaps.
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Figure 17: Basic types of pairwise alignments of two sequences of lengths n1 and n2 ,
respectively. Top: global and local alignments. Below: semi-global/overhang alignments.
The variables p1 , p2 and q1 , q2 denote the local start and end positions, respectively. They
1 ≤ pi ≤ qi ≤ ni for i = 1, 2.

5.2

Sequence States

Different variants of pairwise alignments are used in computational biology. The
distinction between global, local, and semi-local pairwise alignments is standard
material for introductory courses in algorithmic bioinformatics, Fig. 17. It is well
known that all these problems are solved by slight variations of the same basis dynamic programming algorithms: the Needleman-Wunsch recursion (Needleman and
Wunsch, 1970, section 1.5.3) for the global problem and Smith-Waterman algorithm
(Smith and Waterman, 1981, section 1.5.4) for the local version. The key recursion
step compares the scores of extensions of shorter alignments by a (mis)match,
insertion, or deletion, S(i, j) := max{S(i − 1, j − 1) + score(X1 (i), X2 (j)); S(i −
1, j) + gap; S(i, j − 1) + gap}, where m(i, j) returns the match score for the positions i and j and gap is the gap score. In the local case, a character in one input
sequence may not only be (mis)matched with a character in the other sequence,
but it may also belong to a prefix or suffix that remains entirely unaligned. One
say that is in the aligned or unaligned state, respectively. Since only prefixes or
suffixes may remain unaligned, the transition from unaligned to aligned can occur
only once. In the dynamic programming recursion this translates to an extra choice
with score 0 signifying that the prefixes up to positions i and j remain unaligned
(Smith and Waterman, 1981); thus one computes max{S(i, j); 0}. In addition,
the two algorithms differ in the initialization and the entry of the S-matrix that
harbours the final result, i.e., the score of the optimal global of local alignment: To
account for possibility of returning to the unaligned state, one seeks the index pair
(i∗ , j ∗ ) that maximizes and the S-matrix and regards the suffixes beyond i∗ and j ∗
as unaligned.

5.3

Examples of 3- and 4-way Alignments

With the advances in available computing power, the exact dynamic programming
algorithms have become feasible beyond pairwise alignments. The basic recursion
for the simultaneous alignment of N sequences is straightforward generalization
of recursion S and simply enumerates all 2N − 1 possible patterns of gaps in the
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Figure 18: Schematic representation of
a breakpoint alignment for a reference sequence (1), a prefix (2), and a suffix (3).
Sequences (2) and (3) may or may not
overlap.

last column of a alignment ending at position ip in the p-th sequences (Carrillo
and Lipman, 1988). Despite the extra effort, 3-way alignments have at least
occasionally found practical applications in computational biology (Dewey, 2001;
Gotoh, 1986; Konagurthu, Whisstock, and Stuckey, 2004; Kruspe and Stadler,
2007). In computational linguistics, 4-way alignments (Steiner, Stadler, and Cysouw,
2011) have been used to align words from related natural languages, an approach
that is feasible owing to the short sequence length.

5.3.1

Breakpoint Alignment

Despite the importance of alignment problems in computational biology, and the
need to distinguish global and local versions of the problem, there does not seem
to be an accessible theory of of partially local alignments beyond the pairwise case.
The notion of “local multiple sequence alignment” typically found in the literature
refers to the identification of short, conserved, usually gap free patterns (Blanchette,
Schwikowski, and Tompa, 2002; Lukashin and Rosa, 1999). This problem is also
known as phylogenetic footprinting in applications to deoxyribonucleic acid (DNA)
sequences. In (Tabei and Asai, 2009) the local multiple sequence alignment problem
is phrased as finding substrings (with given minimal length in a minimal number
of input sequences) to that the global alignment score of these subsequences is
maximized. There are, furthermore, alignment problems of practical interest that
involve complex mixtures of local and global alignments. Mitochondrial genome
rearrangements, for example, can be accompanied by the duplication or loss of
sequence in the vicinity of a breakpoint. A natural model for this problem considers
the alignment of a reference (the ancestral state, 1 in Fig. 18) and the two sequences
close to the breakpoint in the derived state (2 and 3 in Fig. 18, see Al Arab et al.,
2017). Beyond the breakpoint, the derived sequences are unrelated to the reference.
Thus they are naturally treated as local on one side and global (anchored) at the
other. Regions in which both derived fragments overlap are rewarded to increase
the sensitivity for the detection of a potentially duplicated stretch of sequence.
As it turns out, the corresponding alignment algorithm has been quite efficient
in detecting previously undescribed tandem duplication random loss events in
mitochondrial evolution (Al Arab et al., 2017).

5.3.2

Probabilistic Models

In a variety of applications it is useful to consider a probabilistic version of alignments.
In the pairwise case, the relation between score minimization and a corresponding
“partition function version” is well understood (Bucher and K. Hoffmann, 1996;
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Figure 19: Example of a partially local alignment of words with the Indo-European root
for “studeō”. This form of alignment, we might be able to directly infer a cross-linguistic
kind of stemming serving as the first step to infer a proto form. We show unaligned prefixes
and suffixes in brackets. Depending on prior knowledge of the inflection structure or other
peculiarities of a language, it is desirable to decide for each word individually whether
it is to be aligned locally or globally. As common in graphical displays of alignments, signifies a gap.

Miyazawa, 1994; Mückstein, Hofacker, and Stadler, 2002; Yu and Hwa, 2001) and
in a more general context explained within the framework of Algebraic Dynamic
Programming (Giegerich, Meyer, and Steffen, 2004). More recently probabilistic
models were also studied systematically for local pairwise alignments (Eddy, 2008).
Exact probabilistic algorithms beyond pairwise alignments seem to have received
very little attention so far.

5.3.3

The Issue

Most 3-way and 4-way alignment algorithms were designed with very specific
application in mind and made no attempt to map the world of mixed global and
local alignment problems. The alignment problem appearing in (Al Arab et al.,
2017), covers just a very specific special case and pertains to a specialized question:
how does mitochondrial DNA evolve close to genomic breakpoints? Mixtures of
local and global alignments also arise naturally in the context of historical linguistics:
Words from different but related languages can be compared by means of alignments
(Cysouw and Jung, 2007; Kondrak, 2000, 2003; J. M. List, Greenhill, and Gray,
2017; Steiner, Stadler, and Cysouw, 2011). However, some languages have specific
morphological patterns such as prefixes or suffixes marking grammatical features,
or use an inherited root only in a composition. In such cases, cross-language
comparisons could naturally resort to alignment techniques that determine for each
input sequence, whether it is to be used globally or weather only a substring is
expected to match with the cognates from other languages. A discussion of this
issue in terms of pairwise alignments can be found in (Kondrak, 2003). Figure 19
gives a conceptual example.
In this chapter a concise formal framework is developed in which partially local
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N -way multiple sequence alignments can be studied systematically. To this end we
generalize the systematic differences and similarities of local and global alignment
problems and show that they can be represented in a manner that already implies
exact dynamic programming (DP) solutions for them. In our presentation we proceed
stepwisely. First we introduce a compact notation for the global alignment problem
and argue that (the generalizations of) semi-global and “overhang” alignments are
better viewed as global alignments with modified scoring functions at the ends
of the input sequences. On this basis we then give a complete classification of
partially local problems and derive a DP algorithm to solve them. Subsequently we
consider the problem from the point of grammars, deriving an unambiguous version
that, albeit computationally even more expensive, is suitable for a full probabilistic
treatment. We close with some comments on possible future developments.

5.4
5.4.1

Global N -Way Alignments
Notation and Basic Properties

Let us start with a formal definition. For completeness of the presentation we also
consider some of the basic properties of multiple alignments that are folklore. We
include proofs where we could not find a convenient reference.
Definition 6. A global multiple sequence alignment (gMSA) of N sequences of
objects Xp of finite length `p for 1 ≤ p ≤ N is a set of N strictly monotonic maps
φp : [1, `p ] → [1, L] for some L ∈ N, where L is the length of the alignment. We

QN
−1
−1
write φ = p=1 φi . The pre-image φ−1 (k) = φ−1
1 (k), φ2 (k), . . . , φN (k) with
1 ≤ k ≤ L is called an alignment column. A pair (p, k) is a gap if φ−1
p (k) = ∅. An
alignment
is
well
formed
if
no
alignment
column
consists
entirely
of
gaps, i.e., if
SN
−1
φ
(k)
=
6
∅
for
all
k
∈
[1,
L].
p=1 p
Some simple properties follow immediately from the definition:
Lemma 7. Let φ be gMSA of N sequences with length `1 , `2 , . . . , `NP
. Then
N
max1≤p≤N `p ≤ L. If the alignment is well-formed we also have L ≤ p=1 `p .
Proof. The lower bound follows directly from strict monotonicity. The longest
possible well-formed gMSAs correspond to the concatenation of the N sequences.
Definition 7. The pattern ρ̃ : [1, L] → {0, 1}N of a gMSA is ρ̃p (k) = 0 if (p, k) is
a gap, i.e., φ−1
p (k) = ∅, and ρp (k) = 1 otherwise.
QN
The index Υ : [0, L] → p=1 [0, `p ] of a gMSA is Υp (k) = max{j|φp (j) ≤ k}.
Note that Υp (k) = 0 for 0 ≤ k < φp (1) and thus in particular Υp (0) = 0. We
write ρ here as a function of the row index in the alignment; hence it can be viewed
as a vector of length L.
Lemma 8.
PkLet ρ̃ and Υ be the column pattern and index of a gMSA φ. Then
Υp (k) = k0 =1 ρ̃p (k) and Υp (k) = φ−1
p (k) whenever ρ̃p (k) = 1.
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Proof. For k = 1 we have ρ̃p (1) = 1 if and only if φp (1) = 1 and thus if and
only if φ−1
p (1) = Υp (1) = 1. Now consider an arbitrary column k. By definition
we have Υp (k) = Ip (k) if ρp (k) = 0 and Ip (k) = Υp (k − 1) + 1 for Υp (k) = 1
because of strict monotonicity of φp . Thus Υp (k) counts the columns k 0 ≤ k with
0
ρ̃p (k 0 ) = 1. Strictly monotonic also implies Υp (k) = maxk0 ≤k φ−1
p (k ) and thus
−1
Υp (k) = φp (k) if and only if ρ̃p (k) = 1.
The key implication of Lemma 8 is that both ρ̃ and Υ completely determine
the gMSA.
In the following it will be convenient to use the symbol X to denote an index
set that identifies the sequences Xp , i.e., p ∈ {1, . . . , |X|}. Furthermore, we denote
by A(X) the set of gMSAs that can be formed by the sequence Xp . Note that
A(X) only depends on the lengths of the sequences.

5.4.2

Scoring Functions and Optimization

Given sequences (Xp ) of input objects, not all multiple sequence alignments (MSAs)
are of equal interest. To distinguish different MSAs of the same sequences, a scoring
function is used. We consider here only the case that the total score is the sum
of contributions s(k) of the alignment column. Still there are many different
ways how the column score s(k) depends on φ and X. Consider the score of the
partial gMSA φ up to column k. This amounts to scoring an alignment of the
prefixes X1 [1, Υ1 (k)], X2 [1, Υ2 (k)], . . . , XN [1, ΥN (k)], or, in other words, the
restriction of φp to the intervals [1, Υp (k)] for 1 ≤ p ≤ N . We write S(k, Υ) for
this value, suppressing the explicit reference to the dependence of the score on the
input sequences. Since columns are scored independently, it satisfies the recursion
S(k, Υ) = S(k − 1, Υ) + score(k, Υ, X).
Similar to the exposition in (Setubal and Meidanis, 1997), we fix a set of indices
QN
I ∈ p=1 [0, `p ] and a pattern ρ and define SIρ as the best possible score of a partial
alignment with its last column k constrained to the prescribed values Υ(k) = I
and ρ̃(k) = ρ, i.e.,
SI := max S(k, Υ)
Υ,k:Υ(k)=I

Let us assume that the column score depends only on the pattern ρ in the
current column and the indices i1 , i2 , . . . , ip the current column. Usually, the
scoring function will only evaluate the characters and gaps observed in the current
column. Subject to this constraint, the function score(ρ, I, X) thus can be tailored
freely to match the application at hand. For instance, there is no reason that
prevents us from using a scoring function that also considers the adjacent positions
in the input sequence, e.g. to score two columns with the identical character and
gap patterns differently. Such scoring models are indeed often used in the context of
protein alignments to incorporate e.g. knowledge on structural features (Angermüller,
Biegert, and Söding, 2012; Meier and Söding, 2015; Overington et al., 1992). There
is also no need to requirement that the column score satisfies any other constraints,
such as being composed as sum or average of pairwise comparisons, although this
is often used in practical applications. There is also no need for the scoring function
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to satisfy any symmetries. Scores that are sensitive to permutations of the input
order are e.g. used in comparative linguistics, where sound shifts between languages
are directional (Steiner, Stadler, and Cysouw, 2011), or in the analysis of ancient
DNA to account for degradation by cytosine deamination in the ancient sequence
only (Prüfer et al., 2010).
Since the last column has index I by assumption, the previous column has index
I − ρ, where ρ is the pattern of the last column. Thus

SI := max S(k, Υ) = max max
S(k, Υ) + s(k, Υ, X)
ρ6=o

Υ,k:
Υ(k)=I

Υ,k:
Υ(k)=I−ρ


= max SI−ρ + score(ρ, I, X)
ρ

Here we write o for the pattern of an all-gap column, which does not occur in
well-formed gMSAs.
Before we proceed, it is instructive to consider the more complicated case of
alignments with the naïve affine gap cost model. This scoring model cannot deal
exactly with pairwisely affine gap costs (J. Kececioglu and Starrett, 2004). It is,
however, an approach that is frequently employed for N -way alignments. In this
model, the score of a column depends not only on its own pattern, but also on the
pattern in the previous column, since the continuation of runs of gaps is scored
differently from initiating a new run of gaps. It does not account for the fact that
pairs of gaps between two input sequences are not present in the corresponding
pairwise alignment at all. We will briefly return to this issue below. Formally, the
score of the optimal alignment is
SIρ :=

max

Υ,k:
Υ(k)=I,ρ̃(k)=ρ

S(k, Υ)

Using the same reasoning as above, yields the recursion
 τ
SIρ = max SI−ρ
+ score(τ, ρ, I, X) ,
τ

(5.1)

The explicit reference to the pattern τ = ρ̃(k − 1) in the preceding column makes
it possible to distinguish gap opening (ρp = 0, τp = 1) from gap extension
(ρp = τp = 0). Eq. (5.1) is the obvious generalization of Gotoh’s algorithm (Gotoh,
1982) to more than two sequences. In general, the score contributions take the
form score(τ, ρ, I, X) depending on the gap pattern ρ of the current column, the
gap pattern τ of the previous column, the multi-index I, and the actual values
of the input X. We formally make the score explicitly dependent on I (rather
than only the corresponding characters XI that are aligned) to allow for contextdependent scoring, which has been shown to have large benefits in particular for
protein alignments (Angermüller, Biegert, and Söding, 2012; Meier and Söding,
2015; Overington et al., 1992). We shall see below, furthermore, that the explicit
dependence on I is also important when dealing with semi-global alignments. In
the following we will, however, suppress the explicit reference to X to somewhat
simplify the notation.
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5.4.3

Sets of Global Alignments and Formal Grammars

Instead of directly focusing on the scores it is useful to consider the sets of
gMSAs. First we observe that each index set I, by virtue of determining prefixes
of sequences, also specifies the set A(X|I) of gMSAs. The column pattern ρ,
furthermore determines a unique alignment column. Therefore
[
A(X|I) =
A(X|I − ρ) ++ c(X, I, ρ)
ρ

where ++ denotes the component-wise concatenation operation and c(X, I, ρ) denotes the alignment column with entries Xp,Ip if ρp = 1 and gap otherwise.
The base case A(I|X, ~o), for I = ~o the zero vector, is the empty alignment.
QN
More precisely, given a gMSA φ : p=1 [1, Jp ] → [1, L] and ρp ∈ {0, 1}, we exQN
plain φ̃ = φ ++ ρ as the function φ̃ : p=1 [1, Jp + ρp ] → [1, L + 1] such that
φp (i) = φ̃p (i) for all i ≤ Ip and φp (Ip + 1) = L + 1 for all p with ρp = 1. Thus
A(X|I) = {φ ++ ρ|φ ∈ A(X|I − ρ)}.
In the case of alignment with naïve affine gap costs, the scoring distinguishes
between opening and extension of gaps. This makes it necessary to consider for
the extending column, not only its own pattern ρ but also the pattern τ at the end
of the gMSA that is extended. This amounts to partitioning each set A(X|I) of
gMSAs in terms of the end pattern and yields the recursion
[
A(X|I, ρ) =
A(X|I − ρ, τ ) ++ c(X, I, τ → ρ) .
(5.2)
τ

with base case A(X|~o, ~1), which again denotes the empty alignment. The scoring
of the column c may now explicitly depend on the the patterns τ of penultimate
column and ρ of the last column. The empty alignment is assigned the end pattern
~1 to enforce that leading gaps are score as gap-open. This partitioning is sufficient
for affine gap costs in two species but does not allow exact affine gaps costs in
general. The well-known problem is that after a double gap in pair of sequences the
information about their previous alignment state is lost. We will return to exact
affine gap cost model at the end of this section. In the same approximation, this
partitioning supports also scoring functions that depend on overlapping bigrams, as
used e.g. in blastR for alignments of ribonucleic acid (RNA) sequences (Bussotti
et al., 2011) and in word alignments in phylolinguistics (Bhattacharya et al., 2018;
Retzlaff, 2014).
Note that in alignment model above it is not logically necessary to include
the reference to τ also in the term c(X, I, τ → ρ). It is convenient, however, to
use this expanded notation because it emphasizes the differences, e.g. between
gap extension (τi = ρi = 0) and gap opening (τi = 1, ρi = 0) already in the
symbol c(X, I, τ → ρ). Using the set-based notation here we obtain the recursions
for the optimal alignment scores by optimizing of the scores of the alignment set
A(X|I, ρ) and identifying the score of c(X, I, τ → ρ) with the scoring function
score(τ, ρ, I, X). A complete, formal proof of the correctness of of Eq. (5.2) will
be given in the following section in a more general setting.
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This reasoning matches the formalism of Algebraic Dynamic Programming
(ADP) (Giegerich, Meyer, and Steffen, 2004), which separates the recursion of the
search space (here explicitly spelled out in terms of sets of gMSAs), the scoring
algebra (here a simple addition of score contributions of prefix alignments and the
score of the last column), and the choice function (optimization of the score in our
case). The theory of ADP emphasizes that this separation of concerns is possible
for a large class of dynamic programming problems. An important advantage for
practical applications is that the ADP framework makes it possible to use the same
implementation for forward recursion and backtracking steps. A recent extension
even provides a generic way to construct outside algorithms and thus posterior
probabilities (Höner zu Siederdissen, S. J. Prohaska, and Stadler, 2015b). For our
purposes, the recursive construction of the state space is the most important issue.
A key idea of ADP is to describe the recursive construction of the search space
in terms of a formal grammar G = (N, Σ, P, S) comprising a finite set N of nonterminals, a finite alphabet Σ disjoint from N usually called the terminals, a start
symbol S ∈ N , and set P of production rules. Here we are only concerned with
context-free grammars, where the production rules p ∈ P are of the form p : Q → α
with Q ∈ N and α ∈ (N ∪ Σ)∗ . In our case, the set of terminals Σ are the possible
patterns of alignment columns hρi (or hτ → ρi) and the empty alignment ∅.
For emphasis, we use angular brackets to denote terminals of the grammar that
correspond to alignment columns. Note that each pattern corresponds to a different
terminal. The non-terminals are formal variables that designate different types of
alignments.
In the simplest case of additive scoring functions, there is only a single alignment
type A and the formal language of gMSAs is produced by the simple grammar
A → A hρi for all end patterns ρ as well as the termination step A → ∅. Since
there is only a single non-terminal, the initialization step is trivial, i.e., A also serves
as the start symbol.
In the case of naïve affine gap costs we need a more elaborate grammar that
distinguishes the end patterns of the alignments. Hence we need to distinguish
non-terminals Aρ referring to alignments with different end patterns. Again, a
terminal corresponding to the empty alignment ∅ is needed to represent termination.
The production are of the form Aρ → Aτ hτ → ρi and Aρ → ∅ ho → ρi. Here we
also need a start rule that accounts for the fact that the gMSA may have every ρ
as an end pattern. This is encoded by S → Aρ for all patterns ρ.
More details on the ADP formalism for alignment problems can be found in
(Höner zu Siederdissen, Hofacker, and Stadler, 2015). We note that alignments
correspond to regular expressions or linear grammars in the Chomsky hierarchy
since terminals are emitted only on one side of a single non-terminal, here to the
right. The computational complexity of the multiple alignment problem arises from
the exponential increase in the number of non-terminals and thus the exponential
number of production rules (in terms of the number of input sequences) that are
necessary to specify the problem. The compact notation above, which uses the end
patterns to index terminals and non-terminals will be very convenient to investigate
the grammars and dynamic programming recursions associated with partially local
alignment problems that are the main topic of this chapter. Before we proceed,
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however, we briefly consider the most commonly used scoring function for multiple
alignment problems in some more detail.
Equation (5.2) is a good starting point to investigate just how general scoring
functions may be. Let A ∈ A(X|I, λ), where λ now is an index that identifies a
“subtype” of alignment. The gap pattern ρ is one possible choice that is relevant
for naïve affine gap cost alignments. A more complex construction that supports
arbitrary gap scores, is briefly discussed in the appendix. Denote the last column of
A by c. Structurally, then A = B ++ c. The previous alignment B ∈ A(X|I − ρ, λ0 )
is of type λ0 and has sequence end points I − ρ determined by (I, λ) and the
pattern ρ of the column c. The class of scoring functions we are interested in here
assumes additivity
score(A) = score(B) + score(c, I, λ0 , λ00 )

(5.3)

There are, however, very few restrictions on the column score score(c, I, λ0 , λ00 ),
which in particular can model score increments for extending a particular gap pattern
or a pattern of shapes. In particular, thus, the formalism includes affine gap scores in
both the naïve version and the exact form used e.g. in the alignment of alignments
problem (J. Kececioglu and Starrett, 2004). In order for dynamic programming to be
applicable, we only need to ensure global subadditivity: Concatenating A = B ++ C
from two shorter alignments, we require
score(A) ≥ score(B) + score(C)
which in particular specializes to the usual condition that gap penalties must be
subadditive (Waterman, Smith, and Beyer, 1976).
The condition that scores are of the form Eq. (5.3) and alignments can be
constructed by stepwisely appending individual columns, i.e., that the recursion
conforms to a regular grammar, excludes models such as Sankoff’s algorithm
(Sankoff, 1985) for the simultaneous alignment and structure prediction of RNAs.
The reason is that RNA structure prediction is inherently non-local, giving rise to
recursive steps of the form A = pA0 p, where p and p correspond to alignment
columns that are base-paired with each other. We refer to (Dowell and Eddy, 2004)
for an introduction to this kind of models.

5.4.4

Sum-of-Pairs Scores

By far the most widely used scoring model for multiple sequence alignments is the
sum-of-pairs score (Altschul, 1989; Gupta, J. D. Kececioglu, and Schäffer, 1995)
defined as
!
X
τp ρp ip
score
score(τ, ρ, I) =
τq ρq iq
p>q
Pairwise score components expressed in 
terms of ρand τ can be interpreted in the
τ 1 ip
following way: A term of the form score p
= s(Xp,ip , Xp,iq ) corresponds
τq 1 iq
to a (mis)match of the letters Xp,ip at position ip of sequence Xp and Xq,iq at
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0 0 ip
1 0 ip
and score
τq 1 iq
1 1 iq
evaluate as gap extension and gap open scores, respectively. Since projects of
multiple sequence alignments
to pairwise
alignments may contain gap columns,


τp 0 ip
terms of the form score
= 0 also appear.
τq 0 iq
The end patterns ρ and τ can be more complex that just the gap patterns in
the last and penultimate column. The strict definition of the sum-of-pairs score
requires that columns consisting of two gap are removed before scoring a pairwise
subalignment. The following two examples show that this cannot be done based
only on the gap pattern of the current and the previous column.
position iq of sequence Xq . The terms score

a
(a) a0
−

b c d
− − −
− − d0

(b)

a
a0
a00

b c d
− − d0
− − −

The naïve generalization of affine gap cost score given above treats d−0 as gap
extension, while it should be scored as opening a new gap. These issues are
discussed at length in the context of “aligning alignments” and shown to be
resolved by characterizing alignment columns by more elaborate “shapes” that
describe, for each sequence, the relative position of the immediately preceding
character (J. Kececioglu and Starrett, 2004). Another variant that requires more
elaborate end patterns is the use of distinct gap types as in the case of piece-wise
linear gap cost functions (Yamada, Gotoh, and Yamana, 2006). These problems are
interesting because they emphasize that the NP-completeness of alignment problems
is not just related to the exponential number of gap/non-gap patterns required in
the last column. In the case of pairwise alignments of multiple alignments, there
are only three types of extensions. Nevertheless the problems is NP-complete (J.
Kececioglu and Starrett, 2004), because exact solutions need to keep track of an
exponential number of “shapes”. We briefly sketch a related encoding in Appendix
B.
The term I − ρ in Eq. (5.2) already accounts for situations with different types
of gaps. The recursion can be generalized further to more elaborate descriptions of
the subtypes of alignments, as in the example given in Appendix B. Suppose the
subtypes of alignments are characterized by some variable λ0 and the extension of
such an alignment by a column with gap pattern ρ gives rise to an alignment of
0
type λ uniquely determined by λ0 and ρ. Writing
S S λ = λ ⊕ρ to express0 this fact, we
recast the recursion in the form A(I, λ) = ρ λ0 :λ=λ0 ⊕ρ A(I − ρ, λ ) ++ c(ρ) and
score it with an arbitrary column score depending on ρ, λ, λ0 , I and the sequence
data X.

5.4.5

End Gaps and Overhangs

In pairwise semi-global and overhang alignments it is customary to use the global
alignment recursions unaltered. Overhangs on the left hand side are taken care of
with the initialization of the dynamic programming (DP) matrix: one simply sets
Si,0 = 0 if the deletion of a prefix of length i from the first sequences is supposed to
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1
2

3

1
2
3

1
2

3

Figure 20: Scoring of free end gaps in a global alignment. The graphs at both ends
denote the behavior of unscored deletions, which can differ from sequence pair to sequence
pair. For example deletions from 1 to 3 on the left side are allowed while on the same
side deletion from 3 to 1 would be penalized. Hence one would call 1 left-global; 3 on the
other hand is not. In this example we have S(i, 0, 0) = S(0, j, 0) = S(0, 0, k) = 0. The
entries S(i, j, 0) coincide with the pairwise score of 1 and 2 and do not incur a gap score
for deletion of the third sequences.

be score-neutral. The right hand end of the alignment is handled differently. Here
the “free” deletion is handled by searching for the maximal entry maxi Si,n2 to
determine the best position beyond which to delete the suffix of the first sequence.
While this is convenient for score maximization, this trick does not carry over to
probabilistic frameworks. The problem is that Sn1 ,n2 does not correctly score the
best alignment but includes gap scores for the deletions from the first sequence also
beyond the last character of the second sequence. The easy remedy is to explicitly
treat the cost-neutral end gap in the scoring function. Conceptually, this is what is
done in the initialization step as well.
For N -way alignment problems this opens a can of worms: in principle one
might want to be able to specify for any pair of sequences whether an overhang
should be cost-neutral or not. Furthermore, this choice of scoring can be made
independently on the left hand end and the right hand end of the alignment. In the
case of a sum-of-pairs scoring model, these choices are conveniently represented by
graphs, see Fig. 20. The pairwise scores now depend explicitly on the sequences
to which they apply: For instance, we have s13 (X1,i1 , ∅) = 0 if i3 = 0 or i3 = n3 ,
while a regular gap score is used for all other values of i3 .

5.5
5.5.1

Partially Local Alignments
General Framework

In a gMSA, each input sequence is contained in its entirety. The idea of local
alignments is to relax this condition, and to consider also – in the most general case
– multiple alignments of arbitrary infixes of the input sequences. In order to model
this case, we extend the notion of an alignment column, φ−1 (k) in the following
manner:
Definition 8. A multiple sequence alignment (MSA) of length L of {Xp |p =
QN
1 . . . N } is defined by a sequence of alignment columns ν = i=p νp with νp :
[0, L] → [1, `p ] ∪ {•, ∅, ◦} such that the following properties are satisfied:
i) If νp (i), νp (j) ∈ [1, `p ] then νp (i) = νp (j) implies i = j and νp (i) < νp (j)
implies i < j.
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ii) If νp (i), νp (j) ∈ [1, `p ] then there is k ∈ [1, L] such that νp (k) = h for all
h ∈ [νp (i), νp (j)].
iii) If νp (i) = •, νp (j) ∈ [1, `p ] ∪ {∅}, and νp (k) = ◦ then i < j < k.
iv) νp (0) ∈ {•, ∅}. If νp (0) = ∅ then 1 ∈ νp ([1, L]);
v) If νp (k) ∈
/ [1, `p ] ∪ {∅} for all p, then νp (0) = • and νp (j) = ◦ for all
j ∈ [1, L]
Furthermore, we say that the MSA is well-formed if, for each k ∈ [1, L] there is at
least one p ∈ [1, N ] such that νp (k) ∈
/ {•, ∅, ◦}.
Condition 1 ensures that every sequence position is mapped at most one
alignment column and that the order of elements in input sequence is preserved.
Condition 2 ensures that if the end points of an interval of Xp , i.e., an infix of
Xp , appear in an alignment column, then all elements of the infix are represented
in an alignment column. The restriction ν to [1, L], upon ignoring the distinction
between the three gap symbols {•, ∅, ◦}, therefore describes the columns φ−1 of a
gMSA of length L of infixes of {X1 , . . . , XN }. In this gMSA we have, in particular,
φ−1
p (k) = ∅ if and only if νp (k) ∈ {•, ∅, ◦}. The MSA is well-formed if and only if
this gMSA of infixes is well-formed.
The three distinct gap types •, ◦, and ∅ are introduced to distinguish, for each
alignment column k, whether (an infix of) an input sequence Xp “participates” in
the alignment, the aligned state ν(k) ∈ [1, `p ] ∪ {∅}, or not. The unaligned
state is represented by ν(k) ∈ {•, ◦}. The distinction between aligned and an
unaligned state was the key idea behind the dynamic programming algorithms for
for pairwise local alignments (Smith and Waterman, 1981). The distinction between
initial and terminal unaligned states, • and ◦, resp., is a technical convenience that
could be omitted. Condition 3 ensures that the aligned state forms a contiguous
interval of alignment columns for each input sequence Xp . As a special case we also
allow that sequences have no aligned states at all. In order to enforce a unique
representation we stipulate that ν(0) = • to ν(i) = ◦ for i ∈ [1, L]. In practise,
this case refers to an input sequence that is so different from all others that it does
not significantly match anywhere. The purpose of the “empty” alignment column
0 is the encode a definite state at the beginning of the alignment. Thus, if Xp is
in the aligned state from the beginning, its first element must appear in the MSA.
This is stipulated by Condition 4. The final Condition 5 establishes a convention
for representing in a unique manner the case that sequence Xp is never aligned.
The notion of a pattern ρ̃ naturally generalized from gMSAs to arbitrary MSAs:
The pattern of a MSA of length L is function [1, L] → {0, 1}N such that ρ̃p (k) = 1
iff νp (k) ∈ [1, `p ] and ρ̃p (k) = 0 otherwise. Again, the pattern just distinguishes
cells in the alignment that contain elements of the input sequences from cells that
contain a gap.
Definition 9. The state function Ψ̃ : [0, L + 1]N → {−∞, 0, +∞}N of an MSA of
length L is defined Ψp (k) = 0 if νp (k) ∈ [1, `p ] ∪ {∅}, Ψp (k) = −∞ if νp (k) = •
and Ψp (k) = +∞ if νp (k) = ◦.
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Finally, we extend the index function Υ to MSAs.
Definition 10. The index function Υ : [0, L + 1]N →
length L is given by
Υp (0) := min νp (j) − 1
j∈1...L

Υp (k) := Υp (0) +

QN

p=1 [1, `p ]

k
X

of an MSA of

ρ̃p (k) for k > 0

k0 =1

The value Υp (0) is the length of the prefix of Xp that remains unaligned.
Definition 10 does not unambiguously settle the special case that a sequence is
completely deleted. In principle, this could be represented by the deletion of any
prefix followed by the deletion of the remaining suffix. To avoid ambiguities, we
elect – without loss of generality – to interpret empty alignment rows as the deletion
of the full-length suffix. Hence, Υp (0) = 0 is this case and thus, consistent with
Def. 10, Υp (i) = 0 for all i ∈ [0, L + 1].
One easily verifies
Υp (k) = max{Υp (0), max
νp (k)}
0
k ≤k

i.e., the index for sequence Xp at alignment column k is the sequence position
up to which Xp is represented in the alignment; this includes also unaligned
prefixes that are omitted. Since Υp (0) = 0 whenever sequences Xp starts out in the
aligned state, the definition is consistent with definition of the index of gMSAs.
The index function completely determines the pattern function of a MSA by virtue
of ρ̃p (k) = Υp (k) − Υp (k − 1).
Lemma 9. For fixed L, there is a bijection between MSAs ν and pairs (Υ, Ψ) of
state and index functions that represent MSAs.
Proof. The definitions above determine how (Υ, Ψ) is computed from ν. It is
sufficient, therefore, to show that ν is uniquely determined by (Υ, Ψ). To this
end we observe that νp (i) = Υp (i) exactly for alignment columns i where row p
contains an element of the input sequence, i.e., if and only if ρ̃ = 1 or, equivalently,
Υp (i) = Υp (i − 1) + 1. Since all other columns have values νp (i) ∈ {•, ∅, ◦} it
is clear that different index functions also give rise to different functions ν. The
state function now uniquely determines for all other values of i whether νp (i) is an
unaligned position •, and unaligned position end gap, or a regular gap character.
Since the state function is by construction Ψp (i) = 0 whenever ρ̃p (i) = 1, we see
that different state functions imply different functions ν. Thus there is a one-to-one
correspondence between MSAs ν and pairs (Υ, Ψ) that are derived from ν.
We note for later reference that a MSA ν is gMSA if and only if the state
function Ψ is zero everywhere. All resulted proved below for sets of MSAs thus
also hold for gMSAs when restricted to everywhere zero state functions.
Let us now turn to the recursive construction of set of all local alignments.
For this purpose we also need to formally define the extension of a MSA ν by an
additional column.
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QN
Definition 11. Let ν : [0, L] → p=1 ([1, `p ] ∪ {•, ∅, ◦})N be a MSA of length L
and let (ρ, Ψ) be a pair consisting of a pattern ρ and a state vector Ψ. Then the
concatenation ν̃ = ν ++ (ρ, Ψ) is the MSA of length L + 1 with ν̃(i) = ν(i) for
0 ≤ i ≤ L and ν̃p (L + 1) = 1 + max1≤j≤L νp (j) if ρp = 1, and ν̃p (L + 1) = •, ∅,
◦ depending on whether Ψp = −∞, 0, or +∞ whenever ρp = 0.
For a set A of MSAs we write A ++ ρ := {ν ++ ρ|ν ∈ A}.
Let us write A(X|I, ρ, Ψ) for the set of MSAs of prefixes of Xp with length Ip
for p ∈ [1, N ] whose last column has pattern ρ and state function Ψ irrespective
of their length. Instead of a single empty global alignment we now have a large
set of empty local alignment that differ in length of the prefixed that have been
omitted. These MSAs of length L = 0 are of the form A(X|I, o, Ψo ), where the
special pattern o features no aligned element in the zero-th column. The values of
Ip encode the lengths of the prefixes of the input sequences Xp that are omitted.
The state vector therefore must satisfies Ψop = −∞ whenever Ip > 0, i.e., for all
rows in which a prefix if Xp is omitted. By definition we have Ψop ∈ {−∞, 0}
whenever Ip = 0.
In the following we use the notation c(τ → ρ; Φ → Ψ) for an alignment column
with pattern ρ and state vector Ψ that succeeds a column with pattern τ and
state vector Φ. While it is not strictly necessary to include the information on
the preceding column, it is a convenient notational device to restrict transitions
between patterns and to make scoring functions context dependent. Formally, we
think of c(τ → ρ; Φ → Ψ) as a set that either contains the unique column (ρ, Ψ) if
the transition is allowed, or as the empty set. Note that the set-wise concatenation
with the empty set yields the empty set. Depending on the scoring function not
all transitions τ → ρ; Φ → Ψ might be allowed. For instance, the state function
cannot change from +∞ (“omitted suffix”) to 0 (“aligned”) or −∞ (“omitted
prefix”). The user may want to further restrict transitions. In section 5.6, for
instance, we briefly consider a model that allows changes in the state function only
simultaneously for all input sequences.
Theorem 5. Let A(X|I, ρ, Ψ) the set of all MSAs of prefixes of Xp with length
Ip for p ∈ [1, N ] whose last column has pattern ρ and state function Ψ. Then
i) A(X|I, ρ, Ψ) ∩ A(X|I 0 , ρ0 , Ψ0 ) 6= ∅ implies I = I 0 , ρ = ρ0 and Ψ = Ψ0 .
S S S
ii) I ρ Ψ A(X|I, ρ, Ψ) is the set of all MSAs of X
iii) The sets can be constructed recursively using
A(X|I, ρ, Ψ) =

[[
τ

A(X|I − ρ, τ, Φ) ++ c(τ → ρ; Φ → Ψ) ,

Φ

The alignments of the form A(X|I, o, Ψo ), in which all non-empty prefixes are
completely unaligned, i.e., Ψop = −∞ whenever Ip > 0, and Ψop ∈ {−∞, 0}
for Ip = 0, serve as base case.
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Proof. (1) Lemma 9 implies that different index functions as well as different state
functions yield MSAs that are distinct from each other. Alignments are therefore
in particular different from each other if the index function or the state function
differ in the last alignment column. Now suppose the last alignment column has
the same values of index and state function, then the pattern ρ can be different
only if the penultimate columns have different values of the index function. Hence
no alignment can simultaneously belong to sets A(X|I, ρ, Ψ) with different values
of I, Ψ, or ρ.
(2) Every alignment of prefixed ends with an index 0 ≤ Ip ≤ `p , and corresponding pattern ρp (defined by the difference of the index function between the
last two columns) and a value of the state function; hence every MSA of X is
contained in one of the sets A(X|I, ρ, Ψ).
(3) Let us partition the sets A(X|I, ρ, Ψ) w.r.t. to the alignment length L. We
first show that the length-stratified version of Eq. (5.5.1)
[[
A(X|I, ρ, Ψ; L) =
A(X|I − ρ, τ, Φ; L − 1) ++ c(τ → ρ; Φ → Ψ) ,
τ

Φ

is true. To this end, observe that every alignment (consisting) A with L ≥ 2
columns is the concatenation of an alignment A0 that is one column shorter and
the final column. A ends in (I, ρ, Ψ) while A0 has a last column characterized by
(J, τ, Φ). From Jp + ρp = Ip we conclude that J = I − ρ. Any potential restrictions
on transitions between patterns and/or state function are encoded in the context
dependent columns c. Hence the recursion is correct for L ≥ 2. The first column
follows an empty alignment, which features the special pattern o (nothing is aligned
yet) and an index J specifying the length of prefixes that are omitted in unaligned
states, thus the state of the zero-th column must be Ψp = −∞ whenever Jp > 0.
If Jp = 0, our definition leaves us the choice between Ψp = −∞, a “deletion” of
an empty prefix, or Ψp = 0, enforcing that the first column is treated as a regular
part of an alignment. Thus Eq. (5.5.1) is also valid for L = 1. Furthermore, any
alignment of the form A(X|I, o, Ψo ) by definition does not contain an alignment
column and thus has length L = 0, while all alignments with a pattern ρ =
6 o
contain at least one column, i.e., A(X|I, o, Ψo ) = A(X|I, o, Ψo ; 0). Thus every
alignment with a finite length L can be constructed by L concatenations of columns.
Taking the union over all alignment lengths L now immediately yields Eq. (3).
The correctness of Eq. (5.2) for gMSAs now follows as an immediate corollary:
gMSA are characterized as the MSAs whose state function is 0 everywhere, thus
the base case reduces to alignment with pattern o and state function Ψop = 0 for
all p, whence Ip = 0. In fact, the set A(0, o, 0) contains a simple empty alignment.
From a modelling point of view, it seems desirable in most contexts to exclude
alignments in which left-local sequences begin with an aligned gap and right-local
sequences end with an aligned gap. For this purpose we have to limit transitions
(τ, Φ → ρ, Ψ) in such a way that
(i) Φp = −∞ and Ψp = 0 implies ρp = 1; and
(ii) Φp = 0 and Ψp = +∞ implies τp = 1.
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1
2
3
4
5
6
7
8
A=L={2,4,7,8}

D={1,3,6,}
A={2,4,7,8}

D={1,3,6}
A={2,4,5,7}

D={3}
A={1,2,4,6,7}

D={}
A={1,2,3,4,6,7}

D={}
A={1,2,3,4}

A=R={1,2,4}

Figure 21: Example of an 8-way alignment. Black circles indicate global, i.e., nontruncatable sequence ends, open circles denote local, i.e., truncatable ends. Hence,
L = {1, 2, 4} and R = {2, 4, 7, 8}. The state (A, D) is indicated for a few alignment
columns denoted by dashed vertical lines.

This is achieved by setting c(τ → ρ; Φ → Ψ) = ∅ whenever these conditions are
violated. Different restrictions may also be useful, as in the case of block alignments,
see section 5.6 below.
As in the case of gMSAs, this set-wise recursion can be re-cast in the form of a
linear grammar of the form
Aρ,Ψ → Aτ,Φ [τ → ρ; Φ → Ψ]
The formally simple recursion now also contains rules that stepwisely remove prefixed
and suffixes in productions with Ψ = Φ = ±∞. We note in passing that the base
cases A(X|I, o, Ψo ) can, in principle, also be generated recursively by step-wisely
deleting longer prefixes. This is irrelevant for our present discussion, but relevant
for convenient Algebraic Dynamic Programming (ADP) implementations in practise
(Höner zu Siederdissen, Hofacker, and Stadler, 2015).
Instead of using the state vector Ψ ∈ {−∞, 0, +∞} will be more convenient in
the following to encode the state as two subsets A, D ⊆ {1, . . . , |X|} such that
p ∈ A for Ψp = 0 and p ∈ D whenever Ψp = +∞.

5.5.2

Classification of Partially Local alignment Problems

Partially local alignment problems are naturally classified in terms of constraints on
the individual sequences Xp . For each sequence we can therefore specify whether
the set of alignments must contain Xp in its entirety, whether a prefix or a suffix is
required, or whether an arbitrary, possibly empty infix also constitutes an acceptable
solution. In the language of the previous section, this amounts to specifying the
state Ψ for the zero-th and the last alignment column.
It is convenient to associate these constraints directly with each input sequence
Xp . We say that Xp is right-global or left-global if its first or last position must
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be included in every valid MSA. If Xp is not right-global, it is right-local, implying
that valid MSAs may exclude suffixes of Xp . Similarly, prefixes my be omitted
for left-local sequences. A sequence is global if it is both right- and left-global.
Global sequences must be completely contained in the MSA. For local sequences,
i.e., those that are both right- and left-local, any infix suffices. In the following we
write R and L for the set of right-global and left-global sequences, respectively.
The sets of valid alignments for given set L and R are obtained from the general
case by constraining the state of the initial and the final alignment. Valid initial
conditions, i.e., alignments of length 0, are of the form A(I, o, (A, D)) and consist
of all MSAs that satisfy A = L and Ip = 0 for all p ∈ L. On the other hand,
solutions of the partially local alignment problem are of the form A(I, ρ, (A, D))
such that A = R and Ip = `p for all p ∈ R.
Conditions 3 and 4 imply that state changes from one alignment column to the
next are only possible from the unaligned • state, i.e., p ∈ X \ A ∪ D, to the aligned
state A (or in the special case of empty rows directly to the unaligned ◦ state), and
from A to D. Denoting by (A0 , D0 ) and (A, D) the states of the previous and the
current alignment columns, respectively, we can rephrase these constraints in the
form D0 ⊆ D and X \ (A ∪ D) ⊆ X \ (A0 ∪ D0 ). The latter inclusion is equivalent
to A0 ∪ D0 ⊆ A ∪ D. This simple observation defines a predecessor relation on the
set of states:
(A0 , D0 )  (A, D)

⇐⇒

A0 ∪ D0 ⊆ A ∪ D and D0 ⊆ D

(5.4)

Lemma 10. Consider an arbitrary partially local alignment problem. Then  is a
partial order and the set of states forms form a lattice w.r.t. .
Proof. We first show that  is a partial order. Since set inclusion ⊆ is reflexive and
symmetric, Eq. (5.4) implies that  is also reflexive and symmetric. Now assume
(A00 , D00 )  (A0 , D0 ) and (A0 , D0 )  (A, D), i.e., A00 ∪ D00 ⊆ A0 ∪ D0 ⊆ A ∪ D and
D00 ⊆ D0 ⊆ D; thus (A00 , D00 )  (A, D) and D00 ⊆ D, i.e., (A00 , D00 )  (A, D).
Hence  is transitive.
In order to construct the infimum (A0 , D0 ) of an arbitrary collection of states
(Ai , Di ), i ∈ J, we observe that by construction A0 T
∪ D 0 ⊆ Ai ∪ D i T
and D0 T
⊆ Di
0
0
for all i ∈ T
I. This implies immediately A ∪ D ⊆ i (Ai ∪ Di ) = Ai ∪ i Di
and D0 ⊆ Di . Obviously,
T the ≺-largestTpair of sets that satisfies this condition
is (A0 , D0 ) with A0 = i Ai and D0 = i Di . Since it represents a valid state,
(A0 , D0 ) is the unique infimum.
In order toSconstruct
consider
Ai ∪ Di ⊆ A0 ∪ D0 and Di ⊆ D0
S the supremum,
S
0
0
for all i, i.e., Ai ∪ DiS⊆ A ∪ D and DiS⊆ D. The smallest sets
S satisfying
both conditions are D0 = Di and A0 ∪ D0 = i Ai ∪ D0 , i.e., A0 = Ai . Since
(A0 , D0 ) is a valid state, it is the unique supremum.
Given R, L ⊆ X, there is a unique sublattice with minimal element (L, ∅) and
maximal element (R, X \ R) that defines all allowed states (X \ L, ∅)  (A, D) 
(R, X \ R) that may appear in a solution of a partially local alignment problem
with left-global set L and right-global set L. The pair R, L therefore characterizes
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{1,2,3,4}{}

{1,2,3}{4}

{1,3}{2}

{1,3,4}{2}

{1,4}{2}

{1}{2,4}

{1,2,3}{}

1
2
3
4

{1,2}{}

{1,3}{2,4}

{1}{2}
{1,2,4}{}
{1,2}{4}

Figure 22: Hasse diagram of the partial order of states ≺ for a 4-way alignment problem
with L = {1, 2} and R = {1, 3}. The highlighted path from L to R corresponds to the
alignment in the inset.

the partially local alignment problem and completely specifies the set of relevant
MSAs. For an example see Fig. 22.

5.5.3

Explicit Recursions for Optimal Alignments

Let us briefly consider the problem of computing the optimal alignment score for a
partially local alignment problem of type R, L. Denote by
ρ,(A,D)

SI

:=

max

score(ν)

ν∈A(X|I,ρ,(A,D))

the score of the optimal alignment with index I, pattern ρ, and state (A, D) in the
last column. An immediate consequence of Thm. 5 is
ρ,(A,D)

Corollary 1. The values of SI
satisfy the recursion
h
i
ρ,(A,D)
τ,(A0 ,D 0 )
0
0
SI
= max 0 max
S
+
score(X,
I|τ
→
ρ,
(A
,
D
)
→
(A,
D))
I−ρ
0
τ

(A ,D )(A,D)

(5.5)
In the scoring models that are usually employed for sequence alignments, one
usually assumes that scores associated with state changes (if they are not omitted
altogether) are at least independent of details of the emitted alignment column,
i.e., the score( . ) consists of additive terms score(X, I|τ → ρ) and score(A0 , D0 →
A, D). In this scenario, it possible to separate the extension of the alignment
without state change from state changes without extension. This amounts to
transforming the recursion (5.5) into the form
h
i

τ,(A,D)
max SI−ρ
+ score(X, I|τ → ρ)
ρ,(A,D)
τ
h
i
SI
= max
(5.6)
ρ,(A,D)
0
0

max
S
+
score(A
,
D
→
A,
D)
I
0
0
(A ,D )≺(A,D)

The first alternative amounts to the usual recursion and accounts for all 2N − 1
possible gap patterns ρ of the last and the preceding alignment columns. The second
term separately considers all possible state changes. Instead of considering all states
that are ≺-smaller than (A, D) one could also make use of the Hasse diagram of
this partial order, Fig. 22, and recurse only over the immediate predecessors of
(A, D).
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Lemma 11. (A0 , D0 ) is an immediate predecessor of (A, D), in symbols (A0 , D0 ) ≺≺
(A, D), if and only if either (i) D0 = D, A0 ⊆ A, and |A| = |A0 | + 1, or (ii)
D \ D0 = A0 \ A = A0 ∩ D and |A0 \ A| = |D \ D0 | = 1.
Proof. It is easy to check that (A0 , D0 ) ≺ (A, D) is true in both cases and there
cannot be another state between (A0 , D0 ) and (A, D), i.e., both alternatives imply
(A0 , D0 ) ≺
≺ (A, D). Now suppose that (A00 , D00 ) ≺ (A, D) but (A00 , D00 ) ⊀ (A, D).
00
If A ∩D contains two or more elements, say Xp and Xq then (A\{Xp }, D ∪{Xp })
is ≺-between (A, D) and (A00 , D00 ). Similarly, if D = D0 and A \ A0 contains at
least two elements (again called Xp and Xq ), then (A0 ∪ {Xp }, D) lies ≺-between
(A0 , D0 ) and (A, D). Finally if there Xp ∈ D \ (D0 ∪ A0 ), then (A0 ∪ {p}, D0 ) lies
≺-between (A0 , D0 ) and (A, D). Thus, conditions (i) or (ii) together are indeed
sufficient.
It follows immediately that (A, D) has at most N immediate predecessors.
Scoring models for local alignments are usually parameterized in such a way that
state changes do not incur a score contribution. In this case Eq. (5.6) can be
simplified further
h
i

τ,(A,D)
max SI−ρ
+ score(X, I|τ → ρ)
ρ,(A,D)
τ
SI
= max
(5.7)
ρ,(A,D)

max
SI
0
0
(A ,D )≺
≺(A,D)

Here we have omitted the possibility to attach scores to the transitions between states
since this seems to be the most natural choice in the light of commonly used local
alignment algorithms. One may add, however, a scoring term score(A0 , D0 → A, D)
to the second case in Eq. (5.7) as in Eq. (5.6). Such a score may of course depend on
I and X, an may be used e.g. to favor the aligned portions to start with a particular
nucleotide or to end a given sequence motif. Since only transitions from immediate
predecessors are admitted, the scoring model must assume additive contributions
from each sequence that is “activated” or “retired”. In contrast, Eq. (5.5) allows
arbitrary -preserving transitions and thus can also handle non-additive transitions
scores.
The production rules of the grammar corresponding to Eq. (5.6) are of the form
(A, D, ρ) → (A, D, τ )cρ←τ
(A, D, ρ) → (A0 , D0 , ρ̃)

for all τ

for all (A0 , D0 ) ≺≺ (A, D)

(5.8)

In addition we need a starting rule of the form S → (R, X \ R, τ ) for all τ that
generates all alignments with the correct state (R, X \ R) at the right end and all
corresponding end patterns.

5.5.4

Explicit Recursions for Partition Functions of Alignments

The partition function over the set of alignments A(X|I, ρ, (A, D)) is defined as
sum of the Boltzmann factors of their scores, i.e.,
X
ρ,(A,D)
ZI
:=
exp(β score(ν))
ν∈A(X|I,ρ,(A,D))
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where β is the “inverse temperature” governing the relative importance of alignments
with different scores. As an immediate consequence of Thm. 5 we obtain
X
X
ρ,(A,D)
τ,(A0 ,D 0 ) β score(X,I|τ →ρ,(A0 ,D 0 )→(A,D))
ZI
=
ZI−ρ
e
(5.9)
ρ (A0 ,D 0 )≺(A,D)

The rules of Algebraic Dynamic Programming (ADP) would suggest that a
partition function could be obtained from a “partition function version” of the
recursion (5.6), which takes the form
X A0 ,D0 ,τ
X
0
0
ZIA,D,ρ =
ZI−ρ
exp(score(cρ←τ )) +
ZIA ,D ,τ
τ

(A0 ,D 0 )≺
≺(A,D)

However, semantically, this is not what one wants to compute in a probabilistic
setting because the grammar of Eq. (5.8) is ambiguous, i.e., it allows multiple
distinct parses for the same alignment (Giegerich, 2002). First, alignments in which
a sequence Xp that is both left and right local is completely deleted are represented
multiple times, because the direct transition from not yet active to done may occur
in every alignment step and all these possibilities are accounted for as separate
alignments. This contradicts our intuition for the conditions under which two
alignments should be regarded as the same. Of course this “overcounting” has no
effect when the goal is to maximize the score. It does affect the result, however,
when the task is compute probabilities over ensembles of alignments.
A second, even worse ambiguity arises from the fact that we allowed ourselves
to perform a sequence state changes without emitting any alignment column in
between. This amounts to multiple paths in the lattice of Fig. 22 that lead to the
same overall state change. To remedy this problem, we need to restructure the
grammar. The basic idea is to ensure that every production emits a column, and
makes at most one state change at the same time. Given the order structure of
the alignment columns and the states, this ensures unambiguity. This modification
comes at a cost, however. Now we have to allow any combination of state changes
in a single step – so as to count it only once. Thus, in general there are exponentially
many (in N ) state transitions that need to be considered. The resulting grammar
is of the form
(A, D, ρ) → (A0 , D0 , τ )cρ←τ

for all (A0 , D0 )  (A, D) and all τ

This grammar gives rise to the correct recursion (5.9).
To ensure that this grammar is unambiguous we need to enforce that a sequence
Xp can be activated or retired only if one of its characters is emitted in the column
cρ←τ that is emitted in the same step. This restriction now requires a separate
treatment of sequences that remain completely unaligned, i.e., the first type of
ambiguity mentioned above. Note that this is implicit in the definition of MSAs ν,
which allows a transition from • to ◦ only after the zeroth column of the alignment.

5.6

Block-Local N -Way Alignments

The general treatment of partially local alignments suggests that further variations
on the theme may also be of interest. In phylogenetic footprinting the goal is find
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intervals of common length k such that their gap-less alignment maximizes a score
(Blanchette, Schwikowski, and Tompa, 2002). In the present setting it would be
natural to relax the no-gaps condition. Instead, one may ask for intervals [bp , ep ]
for all p ∈ X such that the global alignment of the infixes/substrings Xp [bp , ep ]
maximizes the score. We call this the block alignment problem. This is can be seen
as variant of the partial local N -way alignment where (1) all sequences are local at
both ends, and (2) the state transitions are restricted to the rather trivial Hasse
diagram (∅, ∅) → (X, ∅) → (∅, X), i.e., all sequences are activated and then retired
at common points in time. Naturally, end-gap should be costly in this setting, i.e.,
in contrast to the unambiguous grammars discussed in the previous section we
would also allow the first and last rows to contain gaps.

5.7

Concluding Remarks

In this chapter we have outlined a general formal framework towards treating partial,
complex locality constraints in sequence alignment. Our approach was guided by
exact dynamic programming (DP) algorithms for this class of problems. Of course
the resulting algorithms are exponential in the number of sequences; after all they
use the same recursive scheme as the well-known DP solution for global N -way
MSA. This is not a fundamental shortcoming, however, since (a) the (decision
version of the) global N -way sequence alignment problem is well known to be
NP-hard (Just, 2001; Wang and Jiang, 1994), and (b) the problem is tractable
in practice and of relevance for practical applications for small numbers of input
sequences. Recent results from complexity theory, furthermore, strongly indicate
that N -way MSA problems cannot be solved in O(nN − ) time for input sequences
of length n unless common believed conjectures in the theory of computational
complexity are false (Abboud, Backurs, and Vassilevska Williams, 2015; Abboud,
Dueholm Hansen, et al., 2016). That is, the dynamic programming solutions are
optimal (up to logarithmic factors e.g. by means of the well-known “Four Russians”
methods (Arlazarov et al., 1970).
Much of the notational complications in this chapter are caused by the need to
show that very general classes of scoring models are compatible with the notion of
partially local alignments. This separation of concerns should in particular become
practically useful when the grammar formalism is used to construct DP algorithms.
The alignment types λ then simply become classes in a classified DP framework.
At present, we do not provide an implementation. A special case, however, is
in practical use for breakpoint determination (Al Arab et al., 2017). In (Höner
zu Siederdissen, Hofacker, and Stadler, 2015) it has been demonstrated that N way global alignments as well a a variety of complex alignment algorithms can
be constructed quite easily with the help of grammar products. In this context a
general implementation in Haskell has been provided. A complete implementation of
the framework outline in this chapter, however, requires some further developments,
in particular an extension of the underlying theory to corresponding products of
the scoring algebras and the development of a principled manner to construct the
lattice of alignment states. While it is of course possible to implement models for
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a small number of sequences explicitly, this quickly becomes tedious and prone
to errors. For alignment models are more complex than the example outlined in
Appendix A a machinery that generates the code automatically along the line of
(Höner zu Siederdissen, Hofacker, and Stadler, 2015) will be necessary in practice.
In practical applications we expect that partially local alignments will in general
appear as components in workflows. This is indeed the case in application described
in (Al Arab et al., 2017): there, the putative location of a breakpoint is located
approximately from a comparison of the gene orders in a pair of mitogenomes and
the sequencing containing this region is extracted. The partially local alignment is
then applied to these preprocessed input sequences. It is unlikely that the exact DP
solutions to partially local alignments will be of much practical use for more than 3
input sequences – at least in computational biology application where sequences
are typically long. This may well turn out differently in alignment applications to
language data, such as the one briefly outlined in the beginning of this chapter.
At the very least, they may serve for comparisons in benchmarking heuristics for
partially local alignment tasks. The grammar versions can in principle also be used
to generate benchmark data for such problems. Currently test sets for benchmarking
alignments such as BaliBase (Thompson, Koehl, et al., 2005) are geared towards
global alignments even though in some cases of the performance on particular
blocks of conserved sequence enters the performance metrics (Thompson, Linard,
et al., 2011).
The theoretical framework developed here is not limited to pure sequence
alignments. It also pertains, for instance, to the concurrent alignments of ribonucleic
acid (RNA) secondary structures. The Sankoff algorithm (Sankoff, 1985) also comes
with local and semi-global variants, see e.g. Will, Missal, et al. (2007) and Will,
Siebauer, et al. (2013) that could in principle be generalized to partially local N -way
problems. Of course, the resulting algorithms will be even more expensive, scaling
with O(n3N ) rather than O(nN ) with sequence length due to the cubic scaling of
the RNA folding part. Nevertheless it is at least of theoretical interest that the
global alignment part, above denoted by AI ( . ), can be replaced without affecting
the handling of partial locality constraints by any scheme that produces global
alignments.
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In this thesis we started out by introducing the Character Concept (Wagner, 2001)
as a ribbon that binds together many ideas that we succeedingly presented. Having
the evolution of general characters in mind we first showed a mathematical solution
to the problem of handling hybrids in metrics.
We used Walter Gehring’s idea of gene cluster evolution which states that
crossing overs can happen unequally resulting in hybrid genes. The distances we
obtain are mixtures from both adjacent genes.
Unsurprisingly, these distances do not represent a tree since the underlying
evolutionary signal is not solely formed through duplication and speciation events.
Therefore, we employed NeighborNet (David Bryant and Vincent Moulton, 2004)
to infer the correct genetic order of a given distance matrix if it is Kalmansonian.
Moreover, type R distance matrices that also fulfil the Kalmanson condition are
recognizable in polynomial time using Alg. 2.
On the other hand there are those crossing over events whose breakpoint is
found between genes. Their additive tree metrics then form a special case of type
R distances and can further be represented by a phylogenetic tree.
In the introduction we saw that in theory evolutionary rates can differ on every
branch of a tree, this is not the case for paralogous genes as they are located
within one species. Solving the shortest Hamiltonian path problem thus results in a
co-linear order of genes as compared to their original genetic order. This special
case was further investigated using simulation studies and revealed the co-linearity
is a key feature in distinguishing the two modes of crossing overs, i.e. within or
between genes.
Using phylogenetic reconstruction algorithms such as Neighbor Joining (Saitou
and Nei, 1987) or NeighborNet (Bryant, Moulton, and Spillner, 2007; David Bryant
and Vincent Moulton, 2004) is commonly used practise. They should readily infer
evolutionary events from the data such that they can be depicted.
Yet the distance matrices obtained from data usually contain a certain level
of noise due to factors such as convergent evolution. Applying for example the
Jukes-Cantor transformation increases additivity and therefore improves phylogenetic
reconstruction (Vach, 1992).
To avoid the problem of noise in real-life data we simulated evolving sequences
under a constant evolutionary rate. We saw that a correct transformation can
at least be inferred from the data while not being restricted to it as this should
be possible for any additive distance measure with a monotonic metric-preserving
function.
Further this already hints to a problem: whenever the obtained distances are not
additive a phylogenetic inference might not reveal the correct order of evolutionary
events. This happens when the distance measure between chosen characters
accumulated too much noise through mutation.
Besides it does not matter how these distances were obtained as long as they
are additive. More explicitly, even though we might only have impartial knowledge
on the underlying evolutionary processes we can still infer correct phylogenies as
long as the distances inferred can be transformed into additive metrics.
One system where we lack a mechanistic understanding of evolutionary processes
is language evolution and specifically changes of words. In historical linguistics
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though it is long standing practise to compare words and infer sound correspondences
between languages leading to phylogenies.
Therefore, we introduced the bigram alignment tool jAlign which automatically
infers sound correspondences of bigram pairs from the data. To reduce the noise
we trained the scoring model on lexemes, i.e. word entries in a database, of
similar meaning and saw that after two rounds of training already most of the
inferrable information was obtained. Any further iteration resulted in no significant
improvement.
This scoring system was taken as input for several different cognate recognition
tasks to test the framework. We saw that it was stable under different encodings
and most of the cognates can be recognized after estimating the correct mixture
from the score distribution.
While bigrams represent a first estimation for both syllables as well as grapheme
encodings, they might not capture all pre- and suffixes which are common especially for Indo-European languages. Moreover the version of jAlign only aligned
pairwisely leading to problems especially when it comes to the correct placement of
gaps as any pairwise alignment tool does.
A solution for that problem is the application of glocal multiple sequence
alignments, i.e. MSAs that offer the choice of neglecting start and end of any
sequence depending on how well it fits to other sequences ends. As such a system
has never been theoretically described we closed this gap in the last chapter.
Sequences that are local at the beginning of an alignment are said to be inactive
until their addition to the alignment improves the overall score. In that case it gets
activated and remains part of the alignment. Those sequences that have a local
right end can be inactivated again.
Such a interplay of activity and inactivity of sequence states can be visualized
using Hasse diagrams. Each state therein is a memoization table itself and its
number of active sequences reveals the dimension. As exact MSAs such as the
proposed one belong to the class of NP-hard problems, their solution remains
exponential in the number of input sequences. A practical solution here might be
forming quartets as for example in Fitch (1981) and Sattah and Tversky (1977).
An implementation for the arbitrary was realized in Kirchner, Retzlaff, and Stadler
(2019).
While the journey through this thesis ends here, there are many more problems
that evolve by using the insights we gained and that were already partially addressed
in the discussion parts of each chapter. Yet, they are beyond the scope of this work
and might be tackled in future experiments with this work as basis.
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APPENDIX

The Glocal Variant of
Breakpoint Alignments
A. Breakpoint Alignments with Naïve Affine Gap Costs
The breakpoint detection algorithm of Al Arab et al. (2017) is a specialized threeway alignment comprising one global, one left-local, and one right-local sequence.
The global one forms the reference in the ancestral gene order, the two partially
local ones are the sequences adjacent to the breakpoint in the derived gene order.
In Al Arab et al. (2017) a simple additive gap cost model was used. In order to
illustrate use of naïve affine gap costs in our setting we show below the complete
recursion.
The Hasse diagram of this problem reads

In the recursion we use the functions score() to evaluate the pairwise contributions
to the sum-of-pairs score, as well as lookup() to evaluate the contribution of
pairwise sequence (mis)matches. Their definitions for the specific application will
be defined at the end of the section.
The indices k, l, and m referring to sequence positions vary in the ranges
k ∈ [2, `1 ], l ∈ [2, `2 ], and m ∈ [2, `3 ]. We start with S {1,2},∅ . The base cases are
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{1,2},∅

S0,0

=0

{1,2},∅,
S1,0

#

=S0,0

{1,2},∅

+ gapopen

{1,2},∅,
Sk,0

#

{1,2},∅
=Sk−1,0

+ gapopen

{1,2},∅,#
S0,1

{1,2},∅
=S0,0

+ gapopen

{1,2},∅,#
S0,l

{1,2},∅
=S0,l−1

+ gapopen

{1,2},∅
=S0,0

+ gapopen

{1,2},∅,#
S1,1

{1,2},∅
=S0,0

+ gapopen

{1,2},∅,
S1,1

{1,2},∅
=S0,0

+ lookup(x1 (1), x2 (1))

{1,2},∅,
S1,1

#

The recursions for the general case of the pairwise alignments of the first two
sequences conform to the usual form of Gotoh’s algorithm:

{1,2},∅,

{1,2},∅,

= max{Sk−1,l−1 + score((1, 1), (1, 1), (k, l), {1, 2}),

Sk,l

{1,2},∅,

#

Sk−1,l−1 + score((1, 0), (1, 1), (k, l), {1, 2}),
{1,2},∅,#

Sk−1,l−1 + score((0, 1), (1, 1), (k, l), {1, 2})}
{1,2},∅,

Sk,l

#

{1,2},∅,

+ score((1, 1), (1, 0), (k, l), {1, 2}),

= max{Sk−1,l

{1,2},∅,
Sk−1,l

#

{1,2},∅,#
Sk−1,l
{1,2},∅,#
Sk,l

=

+ score((0, 1), (1, 0), (k, l), {1, 2})}

{1,2},∅,
max{Sk,l−1
{1,2},∅,
Sk,l−1
{1,2},∅,#

Sk,l−1

+ score((1, 0), (1, 0), (k, l), {1, 2}),

+ score((1, 1), (0, 1), (k, l), {1, 2}),
#

+ score((1, 0), (0, 1), (k, l), {1, 2}),
+ score((0, 1), (0, 1), (k, l), {1, 2})}

Since we can reach S {1,3},{2} also from S {1,2,3},∅ , we will first define the latter,
3-dimensional matrix. The bases cases are the following:
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{1,2,3},∅

S0,0,0

=0
{1,2,3},∅

{1,2,3},∅,
S1,0,0

##

= max{S0,0,0

{1,2},∅

{1,2,3},∅,
Sk,0,0

##

{1,2,3},∅,
= max{Sk−1,0,0

, S0,0
##

} + gapopen

{1,2},∅,
, Sk−1,0

#

}

+ score((1, 0, 0), (1, 0, 0), (k, 0, 0), {1, 2, 3})
{1,2,3},∅,#
S0,1,0

#

= max{S0,0,0

{1,2,3},∅

{1,2,3},∅,#
S0,l,0

#

{1,2,3},∅,#
= max{S0,l−1,0

{1,2},∅

, S0,0
#

} + gapopen

{1,2},∅,#
, S0,l−1

}

+ score((0, 1, 0), (0, 1, 0), (0, l, 0), {1, 2, 3})
{1,2,3},∅,##

{1,2,3},∅

S0,0,1

=S0,0,0

{1,2,3},∅,##
S0,0,m

{1,2,3},∅,##
=S0,0,m−1

{1,2,3},∅,
S1,1,0

#

+ gapopen
+ score((0, 0, 1), (0, 0, 1), (0, 0, m), {1, 2, 3})

{1,2,3},∅
{1,2},∅
= max{S0,0,0
, S0,0
}

+ lookup(x1 (1), x2 (1))

The entries for the first two sequences are:

{1,2,3},∅,

Sk,l,0

{1,2,3},∅,

Sk,l,0

{1,2,3},∅,#

Sk,l,0

#

##

#

{1,2,3},∅,

= max{Sk−1,l−1,0

#

+ score((1, 1, 0), (1, 1, 0), (k, l, 0), {1, 2, 3}),

{1,2,3},∅,
Sk−1,l−1,0

##

+ score((1, 0, 0), (1, 1, 0), (k, l, 0), {1, 2, 3}),

{1,2,3},∅,#
Sk−1,l−1,0

#

+ score((0, 1, 0), (1, 1, 0), (k, l, 0), {1, 2, 3})}

{1,2,3},∅,

#

+ score((1, 1, 0), (1, 0, 0), (k, l, 0), {1, 2, 3}),

{1,2,3},∅,
Sk−1,l,0

##

+ score((1, 0, 0), (1, 0, 0), (k, l, 0), {1, 2, 3}),

= max{Sk−1,l,0

{1,2,3},∅,#
Sk−1,l,0

#

+ score((0, 1, 0), (1, 0, 0), (k, l, 0), {1, 2, 3})}

{1,2,3},∅,

#

+ score((1, 1, 0), (0, 1, 0), (k, l, 0), {1, 2, 3}),

{1,2,3},∅,
Sk,l−1,0

##

+ score((1, 0, 0), (0, 1, 0), (k, l, 0), {1, 2, 3}),

= max{Sk,l−1,0

{1,2,3},∅,#
Sk,l−1,0

#

+ score((0, 1, 0), (0, 1, 0), (k, l, 0), {1, 2, 3})}

For the first and third sequence we get the following recursions, which in contrast to
the above also include the activation of the third sequence:
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{1,2,3},∅,

Sk,0,m

{1,2,3},∅,

#

#

= max{Sk−1,0,m−1 + score((1, 0, 1), (1, 0, 1), (k, 0, m), {1, 2, 3}),
{1,2,3},∅,

##

{1,2},∅,

max{Sk−1,0,m−1 , Sk−1,0

#

}

+ score((1, 0, 0), (1, 0, 1), (k, 0, m), {1, 2, 3}),
{1,2,3},∅,##

Sk−1,0,m−1 + score((0, 0, 1), (1, 0, 1), (k, 0, m), {1, 2, 3})}

{1,2,3},∅,

Sk,0,m

##

{1,2,3},∅,

= max{Sk−1,0,m

{1,2,3},∅,
Sk−1,0,m

{1,2,3},∅,##

Sk,0,m

#

+ score((1, 0, 1), (1, 0, 0), (k, 0, m), {1, 2, 3}),

##

+ score((1, 0, 0), (1, 0, 0), (k, 0, m), {1, 2, 3}),

{1,2,3},∅,##
Sk−1,0,m

+ score((0, 0, 1), (1, 0, 0), (k, 0, m), {1, 2, 3})}

{1,2,3},∅,

+ score((1, 0, 1), (0, 0, 1), (k, 0, m), {1, 2, 3}),

= max{Sk,0,m−1

#

{1,2,3},∅,
max{Sk,0,m−1

##

{1,2},∅,

, Sk,0

#

}

+ score((1, 0, 0), (0, 0, 1), (k, 0, m), {1, 2, 3}),
{1,2,3},∅,##

+ score((0, 0, 1), (0, 0, 1), (k, 0, m), {1, 2, 3})}

Sk,0,m−1

Similarly, the recursions for the alignments of the second and third sequence involve
terms referring to the activation of the third sequence:
{1,2,3},∅,#

{1,2,3},∅,#

S0,l,m

{1,2},∅,#

= max{ max{S0,l−1,m−1 , S0,l−1

}

+ score((0, 1, 1), (0, 1, 1), (0, l, m), {1, 2, 3}),
{1,2,3},∅,#

S0,l−1,m−1

#

{1,2,3},∅,##
S0,l−1,m−1

{1,2,3},∅,#

S0,l,m

#

+ score((0, 0, 1), (0, 1, 1), (0, l, m), {1, 2, 3})}

{1,2,3},∅,#

+ score((0, 1, 1), (0, 1, 0), (0, l, m), {1, 2, 3}),

= max{S0,l−1,m

{1,2,3},∅,#
S0,l−1,m

#

{1,2,3},∅,##
S0,l−1,m

{1,2,3},∅,##

S0,l,m

{1,2,3},∅,#

{1,2,3},∅,##
S0,l,m−1

+ score((0, 1, 0), (0, 1, 0), (0, l, m), {1, 2, 3}),
+ score((0, 0, 1), (0, 1, 0), (0, l, m), {1, 2, 3})}

+ score((0, 1, 1), (0, 0, 1), (0, l, m), {1, 2, 3}),

= max{S0,l,m−1

{1,2,3},∅,#
S0,l,m−1

+ score((0, 1, 0), (0, 1, 1), (0, l, m), {1, 2, 3}),

#

+ score((0, 1, 0), (0, 0, 1), (0, l, m), {1, 2, 3}),
+ score((0, 0, 1), (0, 0, 1), (0, l, m), {1, 2, 3})}
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Since we “look back” two steps, it is necessary to initialize the first the diagonal step
explicitly:
{1,2,3},∅,

S1,1,1

{1,2,3},∅

= max{S0,0,0

+ lookup(x1 (1), x2 (1))

+ lookup(x1 (1), x3 (1)) + lookup(x2 (1), x3 (1)),

We are now in the position to consider the general case. As in some of the
pairwise alignments above, we have to track the activation of the third sequence.
This may only occur when sequence 3 contributes a letter to the current alignment
column, not when a gap is inserted for this sequence. Note that this handling of
transitions to and from the active state is a modeling decision: it may be handled
differently, although it seems most natural to assume that the activation of a
sequence has to occur together with the insertion of a character to the alignment.
{1,2,3},∅,

{1,2,3},∅,

= max{Sk−1,l−1,m−1 + score((1, 1, 1), (1, 1, 1), (k, l, m), {1, 2, 3}),

Sk,l,m

{1,2,3},∅,

#

{1,2},∅,

max{Sk−1,l−1,m−1 , Sk−1,l−1 }
+ score((1, 1, 0), (1, 1, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,

#

Sk−1,l−1,m−1 + score((1, 0, 1), (1, 1, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,#

Sk−1,l−1,m−1 + score((0, 1, 1), (1, 1, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,

##

{1,2},∅,

#

max{Sk−1,l−1,m−1 , Sk−1,l−1 }
+ score((1, 0, 0), (1, 1, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,#

#

{1,2},∅,#

max{Sk−1,l−1,m−1 , Sk−1,l−1 }
+ score((0, 1, 0), (1, 1, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,##

Sk−1,l−1,m−1 + score((0, 0, 1), (1, 1, 1), (k, l, m), {1, 2, 3})}

{1,2,3},∅,

Sk,l,m

#

{1,2,3},∅,

= max{Sk−1,l−1,m + score((1, 1, 1), (1, 1, 0), (k, l, m), {1, 2, 3}),
{1,2,3},∅,

#

Sk−1,l−1,m + score((1, 1, 0), (1, 1, 0), (k, l, m), {1, 2, 3}),
{1,2,3},∅,

#

Sk−1,l−1,m + score((1, 0, 1), (1, 1, 0), (k, l, m), {1, 2, 3}),
{1,2,3},∅,#

Sk−1,l−1,m + score((0, 1, 1), (1, 1, 0), (k, l, m), {1, 2, 3}),
{1,2,3},∅,

##

Sk−1,l−1,m + score((1, 0, 0), (1, 1, 0), (k, l, m), {1, 2, 3}),
{1,2,3},∅,#

#

Sk−1,l−1,m + score((0, 1, 0), (1, 1, 0), (k, l, m), {1, 2, 3}),
{1,2,3},∅,##

Sk−1,l−1,m + score((0, 0, 1), (1, 1, 0), (k, l, m), {1, 2, 3})}
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{1,2,3},∅,

Sk,l,m

#

{1,2,3},∅,

= max{Sk−1,l,m−1 + score((1, 1, 1), (1, 0, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,

#

{1,2},∅,

}

max{Sk−1,l,m−1 , Sk−1,l

+ score((1, 1, 0), (1, 0, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,

#

Sk−1,l,m−1 + score((1, 0, 1), (1, 0, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,#

Sk−1,l,m−1 + score((0, 1, 1), (1, 0, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,

##

{1,2},∅,

max{Sk−1,l,m−1 , Sk−1,l

#

}

+ score((1, 0, 0), (1, 0, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,#

#

{1,2},∅,

max{Sk−1,l,m−1 , Sk−1,l

#

}

+ score((0, 1, 0), (1, 0, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,##

Sk−1,l,m−1 + score((0, 0, 1), (1, 0, 1), (k, l, m), {1, 2, 3})}

{1,2,3},∅,#

{1,2,3},∅,

= max{Sk,l−1,m−1 + score((1, 1, 1), (0, 1, 1), (k, l, m), {1, 2, 3}),

Sk,l,m

{1,2,3},∅,

#

{1,2},∅,

}

max{Sk,l−1,m−1 , Sk,l−1

+ score((1, 1, 0), (0, 1, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,

#

Sk,l−1,m−1 + score((1, 0, 1), (0, 1, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,#

Sk,l−1,m−1 + score((0, 1, 1), (0, 1, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,

##

{1,2},∅,

max{Sk,l−1,m−1 , Sk,l−1

#

}

+ score((1, 0, 0), (0, 1, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,#

#

{1,2},∅,#

max{Sk,l−1,m−1 , Sk,l−1

}

+ score((0, 1, 0), (0, 1, 1), (k, l, m), {1, 2, 3}),
{1,2,3},∅,##

Sk,l−1,m−1 + score((0, 0, 1), (0, 1, 1), (k, l, m), {1, 2, 3})}

{1,2,3},∅,

Sk,l,m

##

{1,2,3},∅,

+ score((1, 1, 1), (1, 0, 0), (k, l, m), {1, 2, 3}),

= max{Sk−1,l,m

{1,2,3},∅,

#

Sk−1,l,m

{1,2,3},∅,
Sk−1,l,m

#

+ score((1, 0, 1), (1, 0, 0), (k, l, m), {1, 2, 3}),

{1,2,3},∅,#
Sk−1,l,m
{1,2,3},∅,
Sk−1,l,m

+ score((1, 1, 0), (1, 0, 0), (k, l, m), {1, 2, 3}),

+ score((0, 1, 1), (1, 0, 0), (k, l, m), {1, 2, 3}),
##

+ score((1, 0, 0), (1, 0, 0), (k, l, m), {1, 2, 3}),

#

+ score((0, 1, 0), (1, 0, 0), (k, l, m), {1, 2, 3}),

{1,2,3},∅,#
Sk−1,l,m
{1,2,3},∅,##
Sk−1,l,m

+ score((0, 0, 1), (1, 0, 0), (k, l, m), {1, 2, 3})}
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{1,2,3},∅,#

Sk,l,m

#

{1,2,3},∅,

+ score((1, 1, 1), (0, 1, 0), (k, l, m), {1, 2, 3}),

= max{Sk,l−1,m

{1,2,3},∅,
Sk,l−1,m
{1,2,3},∅,
Sk,l−1,m

#
#

{1,2,3},∅,#
Sk,l−1,m
{1,2,3},∅,
Sk,l−1,m
{1,2,3},∅,#
Sk,l−1,m

{1,2,3},∅,##

Sk,l,m

+ score((1, 1, 0), (0, 1, 0), (k, l, m), {1, 2, 3}),
+ score((1, 0, 1), (0, 1, 0), (k, l, m), {1, 2, 3}),
+ score((0, 1, 1), (0, 1, 0), (k, l, m), {1, 2, 3}),

##

+ score((1, 0, 0), (0, 1, 0), (k, l, m), {1, 2, 3}),

#

+ score((0, 1, 0), (0, 1, 0), (k, l, m), {1, 2, 3}),

{1,2,3},∅,##
Sk,l−1,m

+ score((0, 0, 1), (0, 1, 0), (k, l, m), {1, 2, 3})}

{1,2,3},∅,

+ score((1, 1, 1), (0, 0, 1), (k, l, m), {1, 2, 3}),

= max{Sk,l,m−1

{1,2,3},∅,
Sk,l,m−1
{1,2,3},∅,
Sk,l,m−1

#
#

{1,2,3},∅,#
Sk,l,m−1
{1,2,3},∅,
Sk,l,m−1
{1,2,3},∅,#

Sk,l,m−1

+ score((1, 1, 0), (0, 0, 1), (k, l, m), {1, 2, 3}),
+ score((1, 0, 1), (0, 0, 1), (k, l, m), {1, 2, 3}),
+ score((0, 1, 1), (0, 0, 1), (k, l, m), {1, 2, 3}),

##

+ score((1, 0, 0), (0, 0, 1), (k, l, m), {1, 2, 3}),

#

+ score((0, 1, 0), (0, 0, 1), (k, l, m), {1, 2, 3}),

{1,2,3},∅,##
Sk,l,m−1

+ score((0, 0, 1), (0, 0, 1), (k, l, m), {1, 2, 3})}

It remains to fill the matrix S {1,3},{2} . Again we allow the termination of the
second sequence only to together with the insertion of a non-gap character. The
special case that sequence 2 remains completely unaligned is taken care of in the
initialization of this matrix:
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{1,3},{2}

S0,0

{1,2},∅

=S0,0

S1,0

{1,3},{2},

#

= max{S0,0

{1,3},{2}

{1,3},{2},
Sk,0

#

{1,3},{2},
= max{Sk−1,0

{1,2,3},∅

, S0,0
#

} + gapopen

{1,2,3},∅,
, max Sk−1,l,0
l

#

}

+ score((1, 0), (1, 0), (k, 0), {1, 3})
{1,3},{2},#
S0,1

= max{S0,0

{1,3},{2}

{1,3},{2},#
S0,m

{1,3},{2},#
= max{S0,m−1

{1,2,3},∅

, S0,0

{1,2},∅

, S0,0

} + gapopen

{1,2,3},∅,#
, max S0,l,m−1
l

}}

+ score((0, 1), (0, 1), (0, l), {1, 3})
{1,3},{2}

{1,3},{2},
S1,1
{1,3},{2},
S1,1

=S0,0
#

+ lookup(x1 (1), x3 (1))

{1,3},{2},#
= max{S0,1

{1,2,3},∅,

#

, S1,0

}

+ score((0, 1), (1, 0), (1, 1), {1, 3})
{1,3},{2},#

S1,1

{1,3},{2},

= max{S1,0

#

{1,2,3},∅,

#

, S1,0

}

+ score((1, 0), (0, 1), (1, 1), {1, 3})

{1,3},{2},

{1,3,},{2},

Sk,m

{1,2,3},∅,

, max Sk−1,l,m−1 }

= max{ max{Sk−1,m−1

l

+ score((1, 1)(1, 1), (k, m), {1, 3}),
{1,3},{2},

#

max{Sk−1,m−1

{1,2,3},∅,

#

, max Sk−1,l,m−1 }
l

+ score((1, 0), (1, 1), (k, m), {1, 3}),
{1,3},{3},#

max{Sk−1,m−1

{1,2,3},∅,#

, max Sk−1,l,m−1 }
l

+ score((0, 1), (1, 1), (k, m), {1, 3}),
{1,2},∅,

max{Sk−1,l
l

{1,2},∅,#

, Sk−1,l

}

+ score((0, 0), (1, 1), (k, m), {1, 3})}

{1,3},{2},

Sk,m

#

{1,3},{2},

{1,2,3},∅,

}

, max Sk−1,l,m

= max{ max{Sk−1,m

l

+ score((1, 1), (1, 0), (k, m), {1, 3}),
{1,3},{2},

max{Sk−1,m

#

{1,2,3},∅,

, max Sk−1,l,m
l

#

}

+ score((1, 0), (1, 0), (k, m), {1, 3}),
{1,3},{2},#

max{Sk−1,m

{1,2,3},∅,#

, max Sk−1,l,m
l

}

+ score((0, 1), (1, 0), (k, m), {1, 3})}
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{1,3},{2},#

Sk,m

{1,3},{2},
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{1,2,3},∅,

}

, max Sk,l,m−1

= max{ max{Sk,m−1

l

+ score((1, 1), (0, 1), (k, m), {1, 3}),
{1,3},{2},

max{Sk,m−1

#

{1,2,3},∅,

, max Sk,l,m−1
l

#

}

+ score((1, 0), (0, 1), (k, m), {1, 3}),
{1,3},{2},#

max{Sk,m−1

{1,2,3},∅,#

, max Sk,l,m−1
l

}

+ score((0, 1), (0, 1), (k, m), {1, 3}),
{1,2},∅,

max{Sk−1,l
l

{1,2},∅,#

, Sk−1,l

}

+ score((0, 0), (0, 1), (k, m), {1, 3})}

The scoring function score() appears in the recursions to evaluate the pairwise
contributions to the the sum of pairs score. It depends on two position indices
(p, q), the restriction of the gap patterns τ and π to these two sequences, and two
sequences i and j. In extension of the model in Al Arab et al. (2017) we set
score(τ, π, (p, q), {i, j}) =


0
if π1 = 0, i = 2, p = `2
end seq 2




0
if
π
=
0,
j
=
2,
q
=
`
end seq 2

2
2




0
if τ2 = π2 = q = 0, j = 3 start seq 3



gapextend
if τ1 = 0, π1 = 0
gap extend
gapextend
if τ2 = 0, π2 = 0
gap extend





gapopen
if
τ
=
1,
π
=
0
gap open
1
1




gapopen
if τ2 = 1, π2 = 0
gap open




lookup(xi,p−1 , xj,q−1 ) else
look up (mis)match score
The sum-of-pair scoring model, finally, implies score(τ, π, (k, l, m), {1, 2, 3}) =
score(τ, π, (k, l), {1, 2}) + score(τ, π, (k, m), {1, 3}) + score(τ, π, (l, m), {2, 3}).

B. A shape encoding for exact handling of arbitrary gap costs
A problematic issue with cap cost function in the multiple sequence alignments
is that the projected pairwise alignments can contain all-gap columns. It is not
sufficient, therefore, to characterize alignments by the gap pattern π in their last
column. The situation is depicted in Fig. 23. For each pair (p, q) of sequences
we define λpp as the number of terminal gaps in the alignment. The off-diagonal
elements λpq counts the number of positions deleted from p relative to q and we
set λqp = −λpq to account for positions are inserted in p relative to q. In particular,
thus λpq = 0 identifies a (mis)match at the end of the alignment. This description
is inspired by the notion of shapes introduced in J. Kececioglu and Starrett (2004)
in the related problem of aligning alignments with exact affine sum of pair costs.
The values of λpq can be easily tracked at the end of the alignment. We write
λ0 for the pattern up to the penultimate column, λ for the pattern up to the last
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...
q
...
p
...
r
...

Figure 23: Encoding of gap patterns for very general gap cost models. Occupied positions
are shown in blue, gaps in white. Only three rows p, q, and r of a large MSA are show.
The terminal gap between p and q is shown by the red bar; it corresponds to a deletion of
the two rightmost blue boxes from p relative to q. Similarly, the blue part above the green
bar are deleted from p relative to r. Comparing q and r, the last blue box is deleted from
r, that terminal gap matches the red bar. The last column shows a possible extension
of the alignment. In this case, the deletion from p to q is extended, while the gap in r
relative to p (and q) is closed by a (mis)match shown in red.

column, and, as usual, π for gap pattern of the last column. By construction, we can
keep track of pairs of rows separately. The diagonal terms are simply λpp = λ0pp + 1
if π = 0, i.e., the gap in p is extended, and λpp = 1. For the offdiagonal terms we
have

0
if πp = πq = 1
(mis)match




0

λpq
if πp = πq = 0
double gap



λ0 + 1 if π = 1, π = 0, λ0 ≥ 0
extension of deletion in q
p
q
pq
pq
λpq =
0

+1
if
π
=
1,
π
=
0,
λ
≤
0
opening of deletion in q
p
q

pq


0

−1
if πp = 0, π1 = 0, λpq ≥ 0
opening of deletion in p


 0
λpq − 1 if πp = 0, π1 = 0, λ0pq ≤ 0
extension of deletion in p
(A.1)
Note the cases λ0pq = 0 are consistently defined in the overlapping cases. Denoting
this pairwise rule as λ = λ0 ⊕π allows us to write
[
[
A(X, I, λ) =
A(X, I − π, λ0 ) ++ c(X, I, π, λ0 , λ)
(A.2)
π λ0 :λ0 ⊕π=λ

The representation in particular supports sum-of-pair scores with arbitrary (subadditive) pairwise gap scores, since the type λ provides information on the true length
of the pairwise gaps. We have made no effort here to devise a an encoding that is
most efficient in practise. For instance, in an affine gap cost setting, the diagonal
elements of λ are not used.
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APPENDIX

Genealogies of Selected
Indo-European Language
Families
In chapter 4 a general approach on measuring similarities between languages
was introduced. Based on meaning encoded word lists a scoring model for word
comparisons can be trained and fine-tuned.
As shown in Fig. 11 cognates can be partially recovered for varying distance of
the underlying languages. This decision was based on their proximity in the family
tree of the sub-families as shown if Figs. 24–28.
Since pinning down exact divergence times, i.e. the time to their common
ancestor, often is a hard task, two languages were classified as closely related
BaltoSlavic
Old
Prussian

Slavic

Eastern
South
Slavic
Old
Church
Slavonic

Russian

Bulgarian

West
Slavic

Polish

Eastern
Baltic

Latvian

Lithuanian

Czech

Figure 24: Balto-Slavic tree containing only languages under consideration. The information was taken from Glottolog (Hammarström, Forkel, and Haspelmath, 2019). Dashed
lines indicate missing intermediate nodes.
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Figure 25: Celtic tree containing only languages under consideration. The information
was taken from Glottolog (Hammarström, Forkel, and Haspelmath, 2019). Dashed lines
indicate missing intermediate nodes.
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Figure 26: Germanic tree containing only languages under consideration. The information
was taken from Glottolog (Hammarström, Forkel, and Haspelmath, 2019). Dashed lines
indicate missing intermediate nodes.
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Figure 27: Indo-Iranian tree containing only languages under consideration. The information was taken from Glottolog (Hammarström, Forkel, and Haspelmath, 2019). Dashed
lines indicate missing intermediate nodes.
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Figure 28: Italic tree containing only languages under consideration. The information
was taken from Glottolog (Hammarström, Forkel, and Haspelmath, 2019). Dashed lines
indicate missing intermediate nodes.

iff there was only one internal node separating both. Opposed to that a pair of
languages was classified as distantly related iff their lowest common ancestor is the
root itself. All other pairs are considered as intermediates.
Given a language tree the branch lengths rarely depict true divergence times.
As stated in the paragraph before finding true periods of times is a hard task.
Considering that such a branch length somewhat depicts the number of changes
occuring after such a speciation event this task is even harder since new languages
are often evolving faster than long established ones (see e.g. Bromham et al., 2015).
Hence for example a loss in population size due to migration or mass extinction
can thrive variation of the system under investigation.
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τ
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map from X to Y
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unique path in tree T connecting x, y ∈ X
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arbitrary permutation

ζ

invertable map from a true metric t to a deformed (dis-)similarity measure
obtained by the data d = ζ(t)
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admixing factor of two parent entities in the range of [0, 1] with 0 or 1
meaning no influence of one parent, i.e. complete copy of only one of the
parents under investigation
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a, b ∈ Σ (Alphabet)
d

additive tree metric
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fiA
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log-odds score

n

number of entities, n = |X|

t

”true” additive metric distance measure on X
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some entities in X
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